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Introduction
Data	 analysis	 plays	 an	 important	 role	 in	many	 aspects	 of	 life	 today.	 From	 the
moment	 you	 wake	 up,	 you	 interact	 with	 data	 at	 different	 levels.	 A	 lot	 of
important	decisions	are	made	based	on	data	analytics.	Companies	need	data	 to
help	 them	 meet	 many	 of	 their	 goals.	 As	 the	 population	 of	 the	 world	 keeps
growing,	its	customer	base	keeps	expanding.	In	light	of	this,	they	must	find	ways
of	keeping	their	customers	happy	while	at	the	same	time	meeting	their	business
goals.

Given	 the	 nature	 of	 competition	 in	 the	 business	 world,	 it	 is	 not	 easy	 to	 keep
customers	 happy.	 Competitors	 keep	 preying	 on	 each	 other’s	 customers,	 and
those	who	win	have	 another	 challenge	 ahead	 -	 how	 to	maintain	 the	 customers
lest	they	slide	back	to	their	former	business	partners.	This	is	one	area	where	data
analysis	comes	in	handy.

To	understand	 their	 customers	 better,	 companies	 rely	 on	data.	They	 collect	 all
manner	 of	 data	 at	 each	 point	 of	 interaction	with	 their	 customers.	 This	 data	 is
useful	 in	 several	 ways.	 The	 companies	 learn	 more	 about	 their	 customers,
thereafter	 clustering	 them	 according	 to	 their	 specific	 needs.	 Through	 such
segmentation,	the	company	can	attend	to	the	customers’	needs	better	and	hope	to
keep	them	satisfied	for	longer.

But,	data	 analytics	 is	not	 just	 about	 customers	 and	 the	profit	motive.	 It	 is	 also
about	 governance.	 Governments	 are	 the	 biggest	 data	 consumers	 all	 over	 the
world.	They	collect	data	 about	 citizens,	businesses,	 and	every	other	 entity	 that
they	 interact	with	 at	 any	 given	 point.	This	 is	 important	 information	 because	 it
helps	in	a	lot	of	instances.	

For	 planning	purposes,	 governments	 need	 accurate	 data	 on	 their	 population	 so
that	 funds	 can	 be	 allocated	 accordingly.	 Equitable	 distribution	 of	 resources	 is
something	 that	 cannot	 be	 achieved	 without	 proper	 data	 analysis.	 Other	 than
planning,	there	is	also	the	security	angle.	To	protect	the	country,	the	government



must	maintain	 different	 databases	 for	 different	 reasons.	 There	 are	 high	 profile
individuals	who	must	be	accorded	special	security	detail,	 top	 threats	who	must
be	 monitored	 at	 all	 times,	 and	 so	 forth.	 To	 meet	 the	 security	 objective,	 the
government	has	to	obtain	and	maintain	updated	data	on	persons	of	interest	at	all
times.

There	 is	 so	 much	 more	 to	 data	 analysis	 than	 the	 corporate	 and	 government
decisions.	 As	 a	 programmer,	 you	 are	 venturing	 into	 an	 industry	 that	 is
challenging	 and	 exciting	 at	 the	 same	 time.	 Data	 doesn’t	 lie	 unless	 it	 is
manipulated,	in	which	case	you	need	insane	data	analysis	and	handling	skills.	As
a	 data	 analyst,	 you	will	 come	 across	many	 challenges	 and	 problems	 that	 need
solutions	 that	can	only	be	handled	 through	data	analysis.	The	way	you	 interact
with	data	can	make	a	big	difference,	bigger	than	you	can	imagine.

There	are	several	tools	you	can	use	for	data	analysis.	Many	people	use	Microsoft
Excel	 for	 data	 analysis	 and	 it	 works	 well	 for	 them.	 However,	 there	 are
limitations	 of	 using	Excel	which	 you	 can	 overcome	 through	Python.	 Learning
Python	 is	 a	 good	 initiative,	 given	 that	 it	 is	 one	 of	 the	 easiest	 programming
languages.	It	is	a	high-level	programming	language	because	its	syntax	is	so	close
to	 the	normal	 language	we	use.	This	makes	 it	 easier	 for	you	 to	master	Python
concepts.	

For	 expert	 programmers,	 you	 have	 gone	 beyond	 learning	 about	 the	 basics	 of
Python	 and	 graduated	 into	 using	 Python	 to	 solve	 real-world	 problems.	 Many
problems	 can	 be	 solved	 through	 data	 analysis.	 The	 first	 challenge	 is	 usually
understanding	the	issue	at	hand,	then	working	on	a	data	solution	for	it.

This	 book	 follows	 a	 series	 of	 elaborate	 books	 that	 introduced	 you	 to	 data
analysis	using	Python.	Some	 important	concepts	have	been	 reiterated	since	 the
beginning	of	 the	series	 to	help	you	remember	 the	fundamentals.	Knowledge	of
Python	 libraries	 is	 indeed	 important.	 It	 is	 by	 understanding	 these	 libraries	 that
you	can	go	on	to	become	an	expert	data	analyst	with	Python.



As	you	interact	with	data,	you	do	understand	the	importance	of	cleaning	data	to
ensure	 the	 outcome	 of	 your	 analysis	 is	 not	 flawed.	You	will	 learn	 how	 to	 go
about	this	and	build	on	that	to	make	sure	your	work	is	perfect.	Another	challenge
that	many	organizations	have	is	protecting	the	integrity	of	data.	You	should	try
and	 protect	 your	 organization	 from	 using	 contaminated	 data.	 There	 are
procedures	 you	 can	 put	 in	 place	 to	make	 sure	 that	 you	 use	 clean	 data	 all	 the
time.	

We	 live	 in	 a	world	where	 data	 is	 at	 the	 center	 of	many	 things	we	do.	Data	 is
produced	and	stored	 in	 large	amounts	daily	 from	automated	systems.	Learning
data	 analysis	 through	 Python	 should	 help	 you	 process	 and	 extract	 information
from	data	and	make	meaningful	 conclusions	 from	 them.	One	area	where	 these
skills	will	come	 in	handy	 is	 forecasting.	Through	data	analysis,	you	can	create
predictive	models	that	should	help	your	organization	meet	its	objectives.

A	good	predictive	model	is	only	as	good	as	the	quality	of	data	introduced	into	it,
the	 data	 modeling	 methods,	 and	 more	 importantly,	 the	 dataset	 used	 for	 the
analysis.	 Beyond	 data	 handling	 and	 processing,	 one	 other	 important	 aspect	 of
data	 analysis	 is	 visualization.	 Visualization	 is	 about	 presentation.	 Your	 data
model	should	be	good	enough	for	an	audience	 to	 read	and	understand	 it	at	 the
first	point	of	contact.	Apart	from	the	audience,	you	should	also	learn	how	to	plot
data	on	different	visualizations	to	help	you	get	a	rough	idea	of	the	nature	of	the
data	you	are	working	with.

When	you	are	done	with	data	analysis,	you	should	have	a	data	model	complete
with	visual	concepts	that	will	help	in	predicting	outcomes	and	responses	before
you	can	proceed	to	the	testing	phase.	Data	analysis	is	a	study	that	is	currently	in
high	demand	in	different	fields.	Knowing	what	to	do,	as	well	as	when	and	how
to	 handle	 data,	 is	 an	 important	 skill	 that	 you	 should	 not	 take	 for	 granted.
Through	 this,	 you	 can	 build	 and	 test	 a	 hypothesis	 and	 go	 on	 to	 understand
systems	better.



Chapter	1				What	is	Data	Analysis?
Now	 that	we	have	been	able	 to	 spend	 some	 time	 taking	a	 look	at	 the	 ideas	of
Python	and	what	we	can	do	with	that	coding	language,	it	is	time	for	us	to	move
on	to	some	of	the	things	that	we	are	able	to	do	with	all	of	that	knowledge	and	all
of	the	codes	that	we	are	looking.	We	are	going	to	take	a	look	here	to	see	more
about	data	analysis,	and	how	we	can	use	 this	 to	help	us	see	some	good	results
with	our	information	as	well.	
Companies	have	spent	a	lot	of	time	taking	a	look	at	data	analysis	and	what	it	has
been	able	to	do	for	them.	Data	is	all	around	us,	and	it	seems	like	each	day,	tons
of	new	information	is	available	for	us	to	work	with	regularly.	Whether	you	are	a
business	trying	to	learn	more	about	your	industry	and	your	customers,	or	just	an
individual	who	has	a	question	about	a	certain	 topic,	you	will	be	able	 to	 find	a
wealth	of	information	to	help	you	get	started.

Many	companies	have	gotten	into	a	habit	of	gathering	up	this	data	and	learning
how	 to	 make	 it	 work	 for	 their	 needs.	 They	 have	 found	 that	 there	 is	 a	 lot	 of
insights	and	predictions	inside	of	this	data	to	make	sure	that	 it	 is	going	to	help
them	 out	 in	 the	 future.	 If	 the	 data	 is	 used	 properly,	 and	 we	 can	 gain	 a	 good
handle	of	that	data,	it	can	be	used	to	help	our	business	become	more	successful.	

Once	 you	 have	 gathered	 the	 data,	 there	 is	 going	 to	 be	 some	work	 to	 do.	 Just
because	you	are	able	to	gather	up	all	of	that	data	doesn’t	mean	that	you	will	be
able	to	see	what	patterns	are	inside.	This	is	where	the	process	of	data	analysis	is
going	to	come	into	play	to	help	us	see	some	results	as	well.	This	is	a	process	that
is	meant	 to	ensure	 that	we	 fully	understand	what	 is	 inside	of	our	data	and	can
make	 it	 easier	 to	 use	 all	 of	 that	 raw	 data	 to	 make	 some	 informed	 and	 smart
business	decisions.	

To	make	this	a	bit	further,	data	analysis	is	going	to	be	a	practice	where	we	can
take	 some	 of	 the	 raw	 data	 that	 our	 business	 has	 been	 collecting,	 and	 then
organize	 and	 order	 it	 to	 ensure	 that	 it	 can	 be	 useful.	 During	 this	 process,	 the



information	that	is	the	most	useful	is	extracted	and	then	used	from	that	raw	data.
The	process	of	organizing	and	 thinking	about	data	 is	going	 to	be	 so	 important
here	 because	 it	 is	 the	 key	 to	 helping	 us	 to	 understand	what	 the	 data	 does	 and
what	it	doesn’t	contain.	

There	are	going	to	be	many	different	methods	that	we	can	use	to	approach	this
kind	of	data	analysis,	which	is	part	of	the	appeal	of	what	goes	with	this.	We	will
find	that	with	all	of	these	methods,	it	is	easier	for	us	to	work	with	a	data	analysis
because	we	can	make	some	of	the	adaptations	that	are	needed	to	the	process	to
ensure	it	works	for	our	own	needs,	no	matter	what	industry	we	are	working	in,	or
what	our	main	question	is	in	the	beginning.	

The	one	thing	that	we	need	to	be	careful	about	when	we	are	working	with	data
analysis,	though,	is	to	be	careful	about	the	way	that	we	manipulate	the	data	that
we	 have.	 It	 is	 really	 easy	 for	 us	 to	 go	 through	 and	manipulate	 the	 data	 in	 the
wrong	 way	 during	 the	 analysis	 phase,	 and	 then	 end	 up	 pushing	 certain
conclusions	or	agendas	that	are	not	there.	This	is	why	we	need	to	pay	some	close
attention	to	when	the	data	analysis	is	presented	to	us	and	to	think	critically	about
the	data	and	the	conclusions	that	we	were	able	to	get	out	of	it.	

If	you	are	worried	about	a	source	that	is	being	done,	and	if	you	are	not	sure	that
you	are	able	to	complete	this	kind	of	analysis	without	some	biases	in	it,	then	it	is
important	to	find	someone	else	to	work	on	it	or	choose	a	different	source.	There
is	a	lot	of	data	out	there,	and	it	can	help	your	business	to	see	some	results,	but
you	 have	 to	 be	 careful	 about	 these	 biases,	 or	 they	 will	 lead	 us	 to	 the	 wrong
decisions	in	the	end	if	we	are	not	careful.	

In	addition,	you	will	find	that	during	the	data	analysis,	the	raw	data	that	you	will
work	 with	 can	 take	 on	 a	 variety	 of	 forms.	 This	 can	 include	 things	 like
observations,	survey	responses,	and	measurements,	to	name	a	few.	The	sources
that	you	use	for	this	kind	of	raw	data	will	vary	based	on	what	you	are	hoping	to
get	out	of	it,	what	your	main	question	is	all	about,	and	more.	



In	its	raw	form,	the	data	that	we	are	gathering	is	going	to	be	very	useful	to	work
with,	but	you	may	find	that	it	is	a	bit	overwhelming	to	work	with	as	well.	This	is
a	problem	that	a	lot	of	companies	are	going	to	have	when	they	work	with	data
analysis	 and	 something	 that	 you	 will	 have	 to	 spend	 some	 time	 exploring	 and
learning	more	about,	as	well.	

Over	the	time	that	you	spend	on	data	analysis	and	all	of	the	steps	that	come	with
the	 process,	 the	 raw	 data	 is	 going	 to	 be	 ordered	 in	 a	manner	 that	makes	 it	 as
useful	to	you	as	possible.	For	example,	we	may	send	out	a	survey	and	then	will
tally	up	the	results	that	we	get.	This	is	going	to	be	done	because	it	helps	us	to	see
at	 a	 glance	 how	 many	 people	 decided	 to	 answer	 the	 survey	 at	 all,	 and	 how
people	were	willing	 to	 respond	 to	 some	of	 the	 specific	 questions	 that	were	on
that	survey.	

In	the	process	of	going	through	and	organizing	the	data,	a	trend	is	likely	going	to
emerge,	and	sometimes	more	than	one	trend.	And	we	are	going	to	then	be	able	to
take	 some	 time	 to	 highlight	 these	 trends,	 usually	 in	 the	write-up	 that	 is	 being
done	on	the	data.	This	needs	to	be	highlighted	because	it	ensures	that	the	person
who	is	reading	that	information	is	going	to	take	note.	

There	are	a	lot	of	places	that	we	are	going	to	see	this.	For	example,	in	a	casual
kind	of	survey	that	we	may	try	to	do,	you	may	want	to	figure	out	the	preferences
between	men	and	women	of	what	 ice	cream	flavors	 they	 like	 the	most.	 In	 this
survey,	maybe	we	find	out	that	women	and	men	are	going	to	express	a	fondness
for	 chocolate.	 Depending	 on	who	 is	 using	 this	 information	 and	what	 they	 are
hoping	to	get	out	of	that	information,	it	could	be	something	that	the	researcher	is
going	to	find	very	interesting.	

Modeling	the	data	that	is	found	out	of	the	survey,	or	out	of	another	form	of	data
analysis,	with	the	use	of	mathematics	and	some	of	the	other	tools	out	there,	can
sometimes	 exaggerate	 the	points	 of	 interest,	 such	 as	 the	 ice	 cream	preferences
from	before,	 in	our	data,	which	 is	going	 to	make	 it	 so	much	easier	 for	anyone



who	is	looking	over	the	data,	especially	the	researcher,	to	see	what	is	going	on
there.	

In	addition	to	taking	a	look	at	all	of	the	data	that	you	have	collected	and	sorted
through,	you	will	need	 to	do	a	 few	other	parts	 as	well.	These	are	 all	meant	 to
help	 the	person	who	needs	 this	 information	 to	 read	 through	 it	 and	 see	what	 is
inside	and	what	they	can	do	with	all	of	that	data.	It	is	the	way	that	they	are	able
to	use	the	information	to	see	what	is	going	on,	the	complex	relationships	that	are
there,	and	so	much	more.	

This	means	 that	 we	 need	 to	 spend	 our	 time	with	 some	write-ups	 of	 the	 data,
graphs,	charts,	and	other	ways	to	represent	and	show	the	data	to	those	who	need
it	 the	most.	This	will	 form	one	of	 the	 final	 steps	 that	come	with	data	analysis.
These	methods	are	designed	in	a	manner	to	distill	and	refine	the	data	so	that	the
readers	 are	 then	 able	 to	 glean	 some	 of	 the	 interesting	 information	 from	 it,
without	having	to	go	back	through	the	raw	data	and	figure	out	what	is	there	all
on	their	own.	

Summarizing	 the	 data	 in	 these	 steps	 is	 going	 to	 be	 critical,	 and	 it	 needs	 to	 be
done	in	a	good	and	steady	manner	as	well.	Doing	this	is	going	to	be	critical	 to
helping	 to	 support	 some	 of	 the	 arguments	 that	 are	 made	 with	 that	 data,	 as	 is
presenting	 the	 data	 clearly	 and	 understandably.	During	 this	 phase,	we	 have	 to
remember	that	it	is	not	always	possible	that	the	person	who	needs	that	summary
and	who	will	use	 it	 to	make	some	 important	decisions	 for	 the	business	will	be
data	scientists,	and	they	need	it	all	written	out	in	a	simple	and	easy	to	understand
this	 information.	This	 is	why	the	data	has	 to	be	written	out	 in	a	manner	 that	 is
easy	to	understand	and	read	through.	

Often	 this	 is	 going	 to	 be	 done	with	 some	 sort	 of	 data	 visualization.	There	 are
many	choices	of	visuals	that	we	can	work	with,	and	working	with	some	kind	of
graph	or	chart	is	a	good	option	as	well.	Working	with	the	method	that	is	the	best
for	your	needs	and	the	data	that	we	are	working	with	is	going	to	be	the	best	way



to	determine	the	visual	that	is	going	to	be	the	best	for	you.	

Many	 times,	 reading	 through	 information	 that	 is	 in	 a	more	graphical	 format	 is
going	to	be	easier	to	work	with	than	just	reading	through	the	data	and	hoping	it
to	work	the	best	way	possible.	You	could	just	have	it	all	in	a	written	form	if	you
would	like,	but	this	is	not	going	to	be	as	easy	to	read	through	nor	as	efficient.	To
see	some	of	those	complex	relationships	quickly	and	efficiently,	working	with	a
visual	is	going	to	be	one	of	the	best	options	to	choose	from.	

Even	though	we	need	 to	spend	some	time	working	with	a	visual	of	 the	data	 to
make	it	easier	to	work	with	and	understand,	it	is	fine	to	add	in	some	of	the	raw
data	as	the	appendix,	rather	than	just	throwing	it	out.	This	allows	the	person	who
is	going	to	work	with	 that	data	regularly	a	chance	to	check	your	resources	and
your	 specific	numbers	and	can	help	 to	bolster	 some	of	 the	 results	 that	you	are
getting	overall.	

If	you	are	the	one	who	is	getting	the	results	of	the	data	analysis,	make	sure	that
when	you	get	the	conclusions	and	the	summarized	data	from	your	data	scientist
that	you	go	through	and	view	them	more	critically.	You	should	take	the	time	to
ask	where	 the	 data	 comes	 from	 is	 going	 to	 be	 important,	 and	 you	 should	 also
take	some	time	to	ask	about	the	method	of	sampling	that	was	used	for	all	of	this
as	well	when	the	data	was	collected.	Knowing	the	size	of	the	sample	is	important
as	well.	

This	is	going	to	allow	you	to	really	learn	more	about	the	data	that	you	have	and
then	will	allow	you	to	figure	out	if	you	can	use	the	data,	or	if	there	may	be	some
kind	of	bias	that	comes	with	it	along	the	way.	If	the	source	of	the	data,	or	at	least
one	 of	 the	 sources,	 seems	 to	 have	 some	 kind	 of	 conflict	 that	 you	 are	worried
about,	then	this	is	going	to	pull	your	results	into	question,	and	you	at	least	need
to	look	it	over.	

Likewise,	if	you	have	some	data	that	is	gathered	up	from	just	a	small	sample	or	a
sample	that	you	worry	is	not	random,	then	it	is	maybe	not	the	best	data	to	work



with.	The	good	news	is	that	reputable	researchers	are	going	to	have	no	problem
providing	you	with	 the	 information	 that	you	need	about	 the	 techniques	of	data
gathering	 that	 they	 used	 and	 more	 so	 that	 you	 can	 make	 some	 important
decisions	about	whether	this	data	is	important	or	not.	

There	 are	 so	many	 great	 benefits	 that	 you	 are	 going	 to	 see	when	 it	 is	 time	 to
work	with	data	analysis	and	using	 it	 for	your	own	business.	 It	can	help	you	 to
learn	more	 about	 your	 industry	 and	 the	 customers	who	 are	 going	 to	 purchase
your	 products.	Those	who	 can	 gather	 this	 information	 and	 learn	 how	 to	 use	 it
correctly	with	the	help	of	data	analysis	will	be	able	to	help	you	to	gain	a	leg	up
on	your	competition	and	see	some	amazing	results	in	the	process.		



Chapter	2				Why	Python	for	Data	Analysis?
The	next	thing	that	we	need	to	spend	some	of	our	time	on	in	this	guidebook	is
the	 Python	 language.	 There	 are	 a	 lot	 of	 options	 that	 you	 can	 choose	 when
working	on	your	own	data	analysis,	and	bringing	out	all	of	these	tools	can	make
a	big	difference	in	how	much	information	you	can	get	out	of	your	analysis.	But
if	you	want	 to	pick	a	programming	 language	 that	 is	 easy	 to	 learn,	has	a	 lot	of
power,	and	can	handle	pretty	much	all	of	the	tasks	that	you	need	to	handle	with
data	analysis	and	machine	learning,	then	Python	is	the	choice	for	you.	Let’s	dive
into	 the	Python	 language	a	 little	bit	 and	 see	how	 this	 language	can	be	used	 to
help	us	see	some	great	results	with	our	data	analysis.	

	



The	Basics	of	the	Python	Language
To	understand	 a	 bit	more	 about	 how	Python	 can	help	us	 out	while	 handling	 a
data	 analysis,	 we	 first	 need	 to	 take	 a	 look	 at	 what	 the	 Python	 language	 is	 all
about.	 The	 Python	 language	 is	 an	 object-oriented	 programming	 language	 (or
OOP	language),	that	is	designed	with	the	user	in	mind,	while	still	providing	us
with	 the	 power	 that	we	 need,	 and	 the	 extensions	 and	 libraries,	 that	will	make
data	analysis	and	machine	learning	as	easy	to	work	with	as	possible.	

There	are	a	lot	of	benefits	that	come	with	the	Python	coding	language,	and	this	is
one	 of	 the	 reasons	 why	 so	 many	 people	 like	 to	 learn	 how	 to	 code	 with	 this
language	 compared	 to	 other	 options.	 First,	 this	 coding	 language	was	 designed
with	the	beginner	in	mind.	There	are	a	lot	of	coding	languages	that	are	hard	to
learn,	and	only	more	advanced	programmers,	those	who	have	spent	years	in	this
kind	of	field,	can	learn	how	to	use	them.	

This	is	not	the	case	when	we	talk	about	the	Python	language.	This	one	has	been
designed	to	work	well	for	beginners.	Even	if	you	have	never	done	any	coding	in
Python	before	you	will	find	that	this	language	is	easy	to	catch	on	to,	and	you	will
be	able	 to	write	some	complex	codes,	even	ones	with	enough	power	 to	handle
machine	learning	and	data	science,	in	no	time	at	all.	

Even	though	the	Python	language	is	an	easy	one	to	learn	how	to	use,	there	is	still
a	lot	of	power	that	comes	with	this	language	as	well.	This	language	is	designed
to	 take	on	 some	of	 those	harder	 projects,	 the	ones	 that	may	need	 a	 little	 extra
power	behind	 them.	For	 example,	 there	 are	 a	 lot	 of	 extensions	 that	 come	with
Python	that	can	make	it	work	with	machine	learning,	a	process	where	we	teach	a
model	or	a	computer	how	to	make	decisions	on	its	own.	

Due	to	the	many	benefits	that	come	with	the	Python	coding	language,	there	are	a
lot	of	people	who	are	 interested	 in	 learning	more	about	 it,	and	how	 to	make	 it
work	for	 their	needs.	This	happens	 in	many	 large	communities,	 throughout	 the



world,	of	people	sharing	their	ideas,	asking	for	help,	and	offering	any	advice	you
may	 need.	 If	 you	 are	 a	 beginner	 who	 is	 just	 getting	 started	 with	 doing	 data
analysis	or	any	kind	of	Python	programming	at	all,	then	this	large	community	is
going	to	be	one	of	the	best	resources	for	you	to	use.	It	will	help	you	to	get	all	of
your	 questions	 answered	 and	 ensures	 you	 are	 going	 to	 be	 able	 to	 finish	 your
project,	even	if	you	get	stuck	on	it	for	a	bit.	

This	 coding	 language	 also	 combines	 well	 with	 some	 of	 the	 other	 coding
languages	out	 there.	While	Python	can	do	a	 lot	of	work	on	 its	own,	when	you
combine	it	with	some	of	the	other	libraries	that	are	out	there,	sometimes	it	needs
to	be	compatible	with	other	languages	as	well.	This	is	not	a	problem	at	all	when
it	 comes	 to	Python,	 and	 you	 can	 add	 on	 any	 extension,	 and	 still	write	 out	 the
code	in	Python,	knowing	that	it	will	be	completely	compatible	with	the	library	in
question.	

There	are	also	a	lot	of	different	libraries	that	you	can	work	with	when	it	comes	to
the	 Python	 language.	While	 we	 can	 see	 a	 lot	 of	 strong	 coding	 done	 with	 the
traditional	 library	 of	 Python,	 sometimes	 adding	 some	 more	 functionality	 and
capabilities	can	be	the	trick	that	is	needed	to	get	results.	For	example,	there	are
many	deep	learning	and	machine	learning	libraries	that	connect	with	Python	and
can	help	this	coding	language	take	on	some	of	the	data	science	and	data	analysis
projects	that	you	want	to	use.	

Python	 is	 also	 seen	 as	 an	 object-oriented	 programming	 language	 or	 an	 OOP
language.	 This	 means	 that	 it	 is	 going	 to	 rely	 on	 classes	 and	 objects	 to	 help
organize	the	information	and	keep	things	in	line.	The	objects	that	we	use,	which
are	going	to	be	based	on	real	objects	that	we	can	find	in	our	real	world,	are	going
to	be	placed	in	a	class	to	pull	out	later	when	they	are	needed	in	the	code.	This	is
much	easier	 to	work	with	 than	we	see	with	 the	 traditional	coding	 languages	of
the	past,	and	ensures	that	all	of	the	different	parts	of	your	code	are	going	to	stay
exactly	where	you	would	like	them	



As	we	can	see	here,	there	is	so	much	that	the	Python	coding	language	is	going	to
be	 able	 to	 do	 to	 help	 us	 with	 our	 data	 analysis.	 There	 are	 a	 lot	 of	 different
features	 and	 capabilities	 that	 come	with	 Python,	 and	 this	makes	 it	 perfect	 for
almost	any	action	or	project	 that	we	want	to	handle.	When	we	combine	it	with
some	of	the	different	libraries	that	are	available,	we	can	get	some	of	these	more
complicated	tasks	done.

	



How	Can	Python	Help	with	Data	Analysis?	
Now	that	we	have	had	some	time	to	discuss	some	of	the	benefits	that	come	with
the	Python	language	and	some	of	the	parts	that	make	up	this	coding	language,	it
is	 now	 time	 for	 us	 to	 learn	 a	 few	 of	 the	 reasons	 why	 Python	 is	 the	 coding
language	to	help	out	with	all	of	the	complexities	and	programs	that	we	want	to
do	with	data	science.	

Looking	 back,	 we	 can	 see	 that	 Python	 has	 been	 pretty	 famous	 with	 data
scientists	 for	 a	 long	 time.	 	 Although	 this	 language	 was	 not	 built	 to	 just
specifically	help	out	with	data	 science,	 it	 is	 a	 language	 that	has	been	accepted
readily	and	implemented	by	data	scientists	for	much	of	the	work	that	they	try	to
accomplish.	Of	course,	we	can	imagine	some	of	the	obvious	reasons	why	Python
is	 one	 of	 the	most	 famous	 programming	 languages,	 and	why	 it	works	 so	well
with	data	science,	but	some	of	the	best	benefits	of	using	Python	to	help	out	with
your	data	science	model	or	project	include:

Python	is	as	simple	as	it	gets.	One	of	the	best	parts	about	learning	how	to	work
with	the	Python	coding	language	is	that	even	as	someone	who	is	completely	new
to	programming	and	who	has	never	done	any	work	in	 this	 in	 the	past,	you	can
grasp	the	basics	of	it	pretty	quickly.	This	language,	in	particular,	had	two	main
ideas	 in	 mind	 when	 it	 was	 first	 started	 and	 these	 include	 readability	 and
simplicity.	

These	features	are	pretty	unique	when	we	talk	about	coding	languages,	and	they
are	often	only	going	to	apply	to	an	object-oriented	coding	language,	and	one	that
has	a	tremendous	amount	of	potential	for	problem-solving.	

What	all	of	this	means	is	that,	if	you	are	a	beginner	to	working	with	data	science
and	with	working	on	the	Python	language,	then	adding	these	two	together	could
be	the	key	that	you	need	to	get	started.	They	are	both	going	to	seem	like	simple
processes	when	 they	work	 together,	 and	yet	you	can	get	 a	 ton	done	 in	 a	 short



amount	 of	 time.	Even	 if	 you	 are	more	 experienced	with	 coding,	 you	will	 find
that	Python	data	science	is	going	to	add	a	lot	of	depth	to	your	resume,	and	can
help	you	get	those	projects	done.	

The	next	benefit	is	that	Python	is	fast	and	attractive.	Apart	from	being	as	simple
as	 possible,	 the	 code	 that	we	 can	write	with	 Python	 is	 going	 to	 be	 leaner	 and
much	 better	 looking	 than	 others.	 For	 example,	 the	 Python	 code	 takes	 up	 one-
third	of	the	volume	that	we	see	with	code	in	Java,	and	one-fifth	of	the	volume	of
code	in	C++,	just	to	do	the	same	task.	

The	 use	 of	 the	 common	 expressions	 in	 code	 writing,	 rather	 than	 going	 with
variable	declarations	and	space	in	place	of	ugly	brackets	can	also	help	the	code
in	Python	to	look	better.	But	in	addition	to	having	the	code	look	more	attractive,
it	 can	 help	 take	 some	 of	 the	 tediousness	 that	 comes	 in	 when	 learning	 a	 new
coding	language.	This	coding	language	can	save	a	lot	of	time	and	is	going	to	tax
the	brain	of	 the	data	 scientist	 a	 lot	 less,	making	working	on	 some	of	 the	more
complex	tasks,	like	those	of	data	analysis,	much	easier	to	handle	overall.	

Another	benefit	here	 is	 that	 the	data	 formats	are	not	going	 to	be	as	worrisome
with	Python.	Python	can	work	with	any	kind	of	data	format	that	you	would	like.
It	is	possible	for	us	to	directly	import	SQL	tables	in	the	code	without	having	to
convert	 to	 a	 specific	 format	 or	 worry	 that	 our	 chosen	 format	 is	 not	 going	 to
work.	Besides,	we	can	work	with	 the	Comma	Separated	Value	documents	and
the	web	sourced	JSON.	Python	request	 library	can	make	 it	easy	 to	 import	data
from	a	lot	of	websites	and	will	build	up	sets	of	data	to	help	

The	Python	data	analysis	library	known	as	Pandas	is	one	of	the	best	for	helping
us	to	handle	all	of	the	parts	of	not	only	our	data	analysis	but	also	for	the	whole
process	 of	 data	 science.	Pandas	 can	grab	onto	 a	 lot	 of	 data,	without	 having	 to
worry	about	 lagging	and	other	 issues	 in	 the	process.	This	 is	great	news	for	 the
data	scientist	because	it	helps	them	to	filter,	sort,	and	quickly	display	their	data.	

Next	on	the	list	is	that	the	Python	library	is	quickly	growing	in	demand.	While



the	demand	for	professionals	 in	 the	world	of	 IT	has	seen	a	decline	 recently,	at
least	compared	to	what	it	was	in	the	past,	the	demand	for	programmers	who	can
work	with	Python	is	steadily	on	the	rise.	This	 is	good	news	for	 those	who	still
want	to	work	in	this	field,	and	are	looking	for	their	niche	or	their	way	to	stand
out	when	getting	a	new	job.	

Since	Python	has	so	many	great	benefits	and	has	been	able	 to	prove	 itself	as	a
great	 language	 for	 many	 things,	 including	 programs	 for	 data	 analytics	 and
machine	learning	algorithms,	many	companies	who	are	centered	around	data	are
going	to	be	into	those	with	Python	skills.	If	you	already	have	a	strong	on	Python,
you	can	work	to	ride	the	market	that	is	out	there	right	now.	

And	finally,	we	come	back	to	the	idea	of	the	vibrant	community	that	is	available
with	the	Python	language.	There	are	times	when	you	will	work	on	a	project,	and
things	are	just	not	working	the	way	that	you	had	thought	they	would,	or	the	way
you	had	planned.	Getting	frustrated	is	one	option,	but	it	is	not	going	to	help	you
to	find	the	solution.

The	good	news	with	this	is	that	you	will	be	able	to	use	the	vibrant	community,
and	all	 of	 the	programmers	who	are	 in	 this	 community,	 to	provide	you	with	 a
helping	 hand	 when	 you	 get	 stuck.	 The	 community	 that	 is	 around	 Python	 has
grown	 so	 big	 and	 it	 includes	members	who	 are	 passionate	 and	 very	 active	 in
these	communities.	For	 the	newer	programmer,	 this	means	 that	 there	 is	always
an	 ample	 amount	 of	material	 that	 is	 flowing	 on	 various	 websites,	 and	 one	 of
these	may	have	the	solution	that	you	are	looking	for	when	training	your	data.	

Once	you	are	able	to	get	the	data	that	you	want	to	use	and	all	of	the	libraries	that
work	with	as	well,	you	can	work	on	this	community	to	see	some	of	 the	results
that	you	want.	Never	get	stuck	and	just	give	up	on	a	project	or	an	idea	that	you
have	with	your	code,	when	you	have	that	community	of	programmers	and	more,
often	many	of	whom	have	a	lot	of	experience	with	Python,	who	will	be	able	to
help	answer	your	questions	and	get	that	problem	solved.	



As	we	work	 through	 this	 guidebook,	 and	 you	 do	more	work	with	 Python	 and
data	 analysis,	 you	will	 find	 that	 there	 are	 a	 lot	 of	 libraries	 that	 are	 compatible
with	Python	 that	 can	help	 to	get	 the	work	done.	These	are	 all	going	 to	handle
different	 algorithms	 and	 different	 tasks	 that	 you	want	 to	 get	 done	 during	 your
data	analysis,	 so	 the	ones	 that	you	will	want	 to	bring	out	may	vary.	There	are
many	great	choices	that	you	can	make,	including	TensorFlow,	Pandas,	NumPy,
SciPy,	and	Scikit-Learn	to	name	a	few.	

Sometimes	these	libraries	work	all	on	their	own,	and	sometimes	they	need	to	be
combined	with	another	library	so	that	they	can	draw	features	and	functionalities
from	 each	 other.	When	we	 can	 choose	 the	 right	 library	 to	work	with,	 and	we
learn	how	to	make	them	into	the	model	that	we	need,	our	data	analysis	is	going
to	become	more	efficient	overall.	

While	 there	 may	 be	 other	 programming	 languages	 out	 there	 that	 are	 able	 to
handle	 the	 work	 of	 data	 analysis,	 and	 that	 may	 be	 able	 to	 help	 us	 create	 the
models	that	we	need	to	see	accurate	insights	and	predictions	based	on	the	data,
none	of	them	are	going	to	work	as	well	as	the	Python	library.	Taking	the	time	to
explore	this	library	and	seeing	what	it	can	do	for	your	data	analysis	process	can
be	a	winner	when	it	comes	to	your	business	and	using	data	science	to	succeed.	

	



Chapter	3				The	Steps	of	Data	Analysis	
With	some	of	the	ideas	of	a	data	analysis	defined	above	to	show	us	why	this	is
so	 important,	 it	 is	 time	 for	 us	 to	 take	 a	 look	 at	 some	 of	 the	 steps	 that	 are	 so
important	to	this	process.	When	we	know	a	bit	more	about	some	of	the	steps	of
this	 data	 analysis,	 and	what	we	 can	 do	with	 it,	 we	 are	 going	 to	 find	why	we
should	use	 this	method	of	 learning	 from	Big	Data	and	 then	ensuring	 that	your
business	 will	 be	 able	 to	 use	 this	 information	 to	 get	 further	 ahead	 of	 the
competition.	

For	 most	 businesses,	 there	 isn’t	 going	 to	 be	 any	 problem	 with	 a	 lack	 of
information.	 These	 businesses	 are	 going	 to	 suffer	 from	 having	 too	 much
information	to	handle,	and	they	are	not	certain	what	they	are	supposed	to	do	with
it.	This	over-amount	of	data	is	going	to	make	it	harder	to	come	up	with	a	clear
decision	based	on	the	data,	and	that	can	be	a	problem	as	well.	With	so	much	data
to	go	and	sort	through,	we	need	to	get	something	more	from	the	data.	

This	means	that	we	need	to	know	that	the	data	we	have	is	right	for	the	questions
that	we	want	to	be	answered.	We	need	to	know	how	we	can	draw	some	accurate
conclusions	 from	 the	data	 that	we	are	working	with.	And	we	need	data	 that	 is
going	to	be	able	to	take	on	and	inform	our	decision-making	process.	

In	all,	we	need	to	make	sure	that	we	have	the	best	kind	of	data	analysis	set	up
and	 ready	 to	go.	With	 the	 right	 process	 and	 tools	 set	 up	 for	our	data	 analysis,
something	 that	may	 have	 seemed	 like	 too	much	 in	 the	 beginning	 and	 like	 an
overwhelming	amount	of	stuff	to	go	through	will	then	become	a	simple	process
that	is	clear	and	easy	as	possible.	

To	help	us	get	all	of	 this	done,	we	need	 to	go	 through	some	of	 the	basic	steps
that	are	needed	to	use	this	data	to	make	better	decisions	overall.	There	are	a	lot
of	ways	that	we	can	divide	this	all	up	and	make	it	work	better	for	our	needs,	but
we	are	going	to	divide	this	up	into	five	steps	that	we	are	able	to	use	and	rely	on
to	see	some	of	the	best	results	overall.	Some	of	the	steps	that	we	can	use	to	help



make	 our	 data	 analysis	 more	 productive	 for	 better	 decision	 making	 in	 the
company	include:

Defining	your	question
Setting	up	clear	measurement
Collecting	the	data
Analyzing	the	data
Interpreting	the	results

	



Defining	Your	Question
The	 first	 step	 that	 we	 need	 to	 undertake	 when	 it	 comes	 to	 working	 on	 data
analysis	is	to	define	the	main	question	that	we	would	like	to	handle.	You	should
not	just	randomly	work	with	the	data	that	is	on	hand	and	hope	that	it	shows	you
something.	Because	this	is	just	going	to	get	you	lost	and	confused	in	the	process.
You	need	to	have	a	clear	picture	of	where	you	want	to	go	and	what	you	would
like	to	learn	from	this	data,	and	then	work	from	there.	

In	your	data	analysis,	you	need	 to	 start	with	 the	 right	questions.	Questions	are
important,	but	we	need	to	make	sure	that	they	are	concise,	measurable,	and	clear.
Design	 the	 questions	 so	 that	 they	 can	 either	 qualify	 or	 disqualify	 some	 of	 the
potential	solutions	that	you	are	looking	for	on	a	specific	problem	or	opportunity.	

For	example,	you	may	want	to	start	with	a	problem	that	you	are	able	to	clearly
define.	Maybe	you	are	a	government	contractor,	and	you	find	that	your	costs	are
rising	quite	a	bit.	Because	of	this,	you	are	no	longer	able	to	submit	a	competitive
contract	for	some	of	the	work	that	you	are	doing.	You	will	want	to	go	through
with	this	and	figure	out	how	to	deal	with	the	business	problem.

	



Setting	up	Clear	Measurements
The	next	thing	that	we	need	to	be	able	to	do	here	is	make	sure	that	we	can	set	up
some	clear	priorities	on	your	measurements.	This	is	one	that	we	will	be	able	to
break	 down	 into	 two	 subsets	 to	 help	 us	 out.	 The	 first	 part	 is	 that	 we	 need	 to
decide	what	we	want	to	measure.	And	then	the	second	thing	we	need	to	decide	is
how	to	measure	it.	

So,	 let’s	 start	 with	 the	 first	 part	 of	 deciding	 what	 we	 would	 like	 to	 measure.
Going	 with	 the	 example	 of	 being	 a	 government	 contractor	 from	 before,	 we
would	have	to	take	this	time	to	consider	what	kind	of	data	is	needed	to	answer
that	 question	we	 posed	 in	 the	 beginning.	 In	 this	 case,	 you	would	 first	 need	 to
gather	up	information	on	the	number	and	the	cost	that	you	have	for	that	current
staff	 and	 the	 amount	 of	 time	 that	 these	 employees	 are	 going	 to	 spend	 on
necessary	business	functions.	

When	we	are	going	through	and	answering	this	kind	of	question,	there	are	going
to	be	many	other	questions	that	we	need	to	answer	as	well	to	help	us	figure	out
the	options	that	we	need	to	take	as	well.	For	example,	we	would	want	to	see	if
there	are	any	employees	we	could	do	without	if	the	staff	is	under-utilized	in	their
current	jobs,	and	what	you	could	do	to	help	out	with	some	of	this.	

And	 then,	we	are	going	 to	get	 to	 the	decision	 that	we	want	 to	measure.	When
doing	this,	we	need	to	make	sure	that	we	are	considering	any	of	the	objections,
the	 reasonable	 ones,	 of	 stakeholders	 and	 others	 who	 are	 working	 with	 the
company.	 They	may	 be	worried	 about	what	would	 happen	 if	 you	 reduced	 the
staff,	and	then	there	was	a	big	surge	in	demand	shortly	afterward,	and	you	were
not	able	to	hire	more	people	in	the	right	amount	of	time.	

Once	we	are	done	with	that	first	step,	it	is	time	for	us	to	make	some	decisions	on
how	to	measure.	Thinking	about	how	we	can	measure	 the	data	 that	we	have	 is
going	to	be	just	as	important	here,	especially	before	we	go	through	the	phase	of



collecting	 data	 because	 the	 measuring	 process	 is	 going	 to	 either	 back	 up	 our
analysis	or	discredits	 it	 later	on.	There	are	a	 lot	of	different	questions	 that	you
are	going	to	ask	in	this	stage,	but	some	of	 the	most	 important	ones	to	consider
will	include:

1.	 What	is	the	time	frame	that	we	are	looking	at?	

2.	 What	is	the	unit	of	measure	that	we	are	relying	on?	

3.	 What	factors	are	important	to	consider	in	all	of	this.

	



Collecting	the	Data
After	we	have	had	some	time	to	go	through	and	define	our	big	problem	and	then
work	on	the	measurements	that	we	are	going	to	use,	it	is	time	for	us	to	move	on
to	collecting	the	data.	With	the	question	defined	and	the	measurement	priorities
set,	it	is	now	time	for	us	to	go	through	and	collect	the	data.	As	we	organize	and
collect	the	data,	there	are	going	to	be	a	lot	of	important	points	that	we	must	keep
in	mind	with	this	will	include:

1.	 Before	 you	 collect	 some	 new	 data,	 you	 need	 to	 determine	what
information	that	we	need	to	work	with.	We	can	look	through	some
of	the	existing	databases	and	some	of	the	existing	sources	that	we
have	 on	 hand.	You	 need	 to	 go	 through	 and	 collect	 some	 of	 this
data	 first	 because	 it	 is	 simple	 and	 easier	 and	 can	 save	 a	 lot	 of
money	as	well.	We	can	move	out	 to	some	other	sources	 later,	as
well,	if	we	need	more	information.	

2.	 During	 this	 process,	 we	 also	 need	 to	 determine	 what	 naming
system	and	file	storing	system	we	would	like	to	use.	This	is	going
to	 make	 it	 easier	 for	 your	 team	 members	 to	 collaborate.	 This
process	 is	going	 to	save	some	 time	and	will	prevent	members	of
your	 team	 from	wasting	 time	 and	money	by	 collecting	 the	 same
kind	of	information	more	than	once.	

3.	 If	 you	 would	 like	 to	 gather	 up	 data	 through	 interviews	 and
observations,	 then	 you	 need	 to	 go	 through	 and	 develop	 an
interview	template	ahead	of	time.	This	is	going	to	ensure	that	we
are	able	to	save	some	time	and	that	some	continuity	goes	on	in	this
process	as	well.	

4.	 And	finally,	we	need	to	be	able	to	keep	the	collected	data	that	we
have	as	organized	as	possible.	We	can	work	with	a	log	that	has	the



collection	dates	and	add	in	the	notes	about	sources	as	you	would
like.	 This	 should	 also	 include	 some	 data	 normalization	 that	 you
may	 have	 performed	 as	 well.	 This	 is	 going	 to	 be	 important
because	 it	will	 validate	 the	 conclusions	 that	 you	make	down	 the
road.	

As	you	go	through	this	process,	we	need	to	make	sure	that	we	are	taking	care	of
some	of	the	data	that	we	are	working	with.	This	means	that	we	need	to	get	it	all
organized,	the	values	handled,	and	the	duplicates	took	care	of	before	you	try	to
do	some	of	the	analysis	that	we	want	to	do.	

Since	you	are	getting	the	data	from	a	lot	of	different	sources,	and	you	are	going
to	work	with	 data	 that	may	 be	 incomplete	 and	 not	 perfect	 along	 the	way,	we
need	to	be	careful	here.	It	is	hard	to	know	whether	the	data	is	going	to	be	perfect
or	 that	 you	 can	use	 it	 the	way	 that	 you	want.	And	 if	 the	 information	 is	 in	 the
wrong	format,	or	it	brings	with	it	some	errors	or	missing	values,	then	it	is	going
to	be	hard	to	go	through	and	get	the	algorithm	to	work.	

The	first	thing	that	we	need	to	do	with	this	is	to	make	sure	that	the	data	is	in	the
same	format.	Usually,	the	best	way	to	handle	this	is	for	us	to	go	through	and	put
all	of	the	information	in	a	standardized	database	that	we	can	look	at.	We	can	use
this	in	our	storage	service	and	make	sure	that	all	of	the	data	we	bring	is	in	just
put	through	that	database	and	ready	to	go.	

From	there,	we	are	tenable	to	focus	on	dealing	with	some	of	the	errors	that	are
found	 in	 that	data.	We	want	 to	make	sure	 that	 the	outliers,	 the	missing	values,
and	the	duplicates	are	gone.	For	the	most	part,	the	outliers	are	things	that	you	are
going	to	need	to	ignore	and	get	rid	of.	If	there	are	a	number	of	these,	and	they	all
end	up	in	the	same	spot	in	the	process,	then	you	should	take	a	look	at	this	to	see
what	is	going	on	and	if	this	is	new	information	that	you	should	pay	attention	to.
But	for	most	of	these,	you	will	find	that	they	are	not	worth	your	time	and	should
just	be	ignored.	



From	 there,	 we	 are	 going	 to	 look	 at	 the	 missing	 values.	 When	 you	 get
information	 from	 the	 real	 world,	 there	 are	 going	 to	 be	 times	 when	 there	 is	 a
missing	value	in	one	of	the	parts	that	you	are	working	with.	You	can	choose	to
either	delete	these	if	there	are	just	a	few,	or	you	can	go	through	and	replace	these
missing	values	with	the	mean	of	the	other	values	that	are	in	this	column	or	row.
It	is	up	to	you	what	you	would	like	to	do	with	these	missing	values	to	ensure	that
your	information	is	as	accurate	as	possible.	

And	finally,	we	need	to	deal	with	some	of	the	duplicate	values	that	are	present	in
the	set	of	data.	If	there	are	a	lot	of	duplicate	values	that	show	up	in	some	of	the
data,	then	we	are	going	to	find	that	this	will	skew	a	lot	of	the	numbers	that	we
have	and	the	results	that	we	will	get.	This	is	why	we	need	to	take	care	of	them,
so	we	can	see	the	true	values	that	are	inside	of	it.	

You	can	go	through	here	and	figure	out	how	much	of	 the	duplicate	you	would
like	to	keep,	and	how	much	you	would	like	to	get	rid	of	during	your	time.	It	is
best	to	usually	limit	it	as	much	as	possible.	Sometimes,	this	is	keeping	duplicates
down	 to	 just	 two,	 and	 sometimes,	 it	 means	 only	 making	 sure	 that	 all	 of	 the
entries	 are	only	 in	 there	once.	 It	 is	 up	 to	us	 to	 figure	out	which	method	 to	go
with.	

	



Analyzing	the	Data
After	you	have	been	able	to	collect	the	data,	which	is	something	that	is	going	to
take	some	time,	we	will	then	need	to	go	through	and	start	analyzing	the	data.	We
are	going	to	start	with	this	by	manipulating	the	data,	and	there	are	some	methods
that	we	can	use	 to	make	 this	happen.	For	example,	we	may	decide	 to	plot	 that
information	out	and	then	find	out	what	correlations	are	there	or	do	a	pivot	table
in	Excel.	

The	pivot	 table	 is	 going	 to	 be	 useful	 to	 help	 us	 sort	 out	 and	 filter	 the	 data	 by
different	 variables	 and	 then	 make	 it	 easier	 for	 us	 to	 calculate	 out	 what	 the
minimum,	maximum,	mean,	and	even	the	standard	deviation	of	the	data	that	we
are	working	with.	This	can	give	us	a	lot	of	great	information	that	makes	it	easier
for	us	to	get	going	and	to	get	a	better	understanding	out	of	the	data	we	have.	

As	we	work	on	the	process	of	manipulating	the	data	that	we	have,	you	may	find
that	 you	 already	have	 the	 exact	 data	 that	we	need.	But,	 of	 course,	 life	 doesn’t
always	work	out	as	nicely	as	we	would	like,	and	you	need	to	either	go	out	and
collect	some	more	data	to	work	with	or	revise	the	original	question	that	we	are
working	 with.	 Either	 way,	 you	 will	 find	 that	 this	 initial	 analysis	 of	 trends,
variations,	outliers,	and	correlations	will	help	us	 to	 focus	 the	data	analysis	 that
we	do	to	better	answer	our	questions	and	any	of	the	objections	that	others	may
have	in	the	process	as	well.	

During	 this	 step,	we	will	 find	 that	 software	and	 tools	 that	work	well	with	data
analysis	 are	 going	 to	 be	 helpful	 through	 all	 of	 this.	 There	 are	 a	 lot	 of	 good
packages	that	work	for	helping	us	to	get	through	all	of	this	and	will	ensure	that
we	 are	 able	 to	 get	 some	 of	 the	 work	 done	 that	 we	 want	 with	 statistical	 data
analysis.	However,	in	many	cases,	you	will	be	just	fine	with	using	something	as
simple	as	Microsoft	Excel	when	it	is	time	to	find	a	tool	for	decision	making.	You
need	to	go	through	all	of	this	stuff.



	



Interpreting	the	Results
After	we	have	gone	through	the	process	of	analyzing	our	data,	which	is	going	to
take	some	time	to	accomplish	and	will	often	require	some	training	and	testing	of
your	 data	 through	 the	 algorithm	 to	make	 sure	 that	 it	 works	 the	 way	 that	 you
want,	 it	 is	 time	to	go	through	and	interpret	 the	results	 that	we	have.	As	we	are
going	 through	 this	 process	 and	 interpreting	 the	 analysis	 that	we	 have,	 keep	 in
mind	 that	you	are	never	going	 to	be	able	 to	completely	prove	your	hypothesis
true	at	100%	level.	But	you	can	go	through	and	reject	the	hypothesis.	This	means
that	no	matter	how	much	data	you	can	collect,	it	is	still	possible	for	it	to	interfere
with	the	results	that	we	have.	

As	we	are	going	through	the	process	of	interpreting	our	results,	there	are	a	few
questions	 that	we	need	 to	ask	ourselves	about	 this	data	as	well.	Some	of	 these
major	questions	are	going	to	include:

1.	 Is	the	data	able	to	answer	the	original	question	that	we	had	in	the
beginning	and	how?

2.	 Does	 the	 data	 help	 us	 to	 defend	 against	 the	 objects	 that	 were
raised	and	how?	

3.	 Are	 there	 any	 limitations	 to	 the	 conclusion	 that	we	have,	 or	 any
angles	that	you	have	not	considered?

If	 the	 interpretation	 that	 you	 have	 about	 the	 data	 can	 hold	 up	 under	 these
questions	 and	 considerations,	 then	 it	 is	 likely	 that	 you	 are	 working	 with	 a
productive	conclusion.	The	only	remaining	step	here	is	to	use	the	results	of	your
data	 analysis	 to	 help	 decide	which	 course	 of	 action	 is	 the	 best	 one	 for	 you	 to
work	with.	

By	 following	 the	 steps	 that	 are	 outlined	 in	 this	 chapter	 for	 your	 data	 analysis,
you	 will	 find	 that	 it	 will	 help	 you	 to	 make	 some	 better	 decisions	 for	 your



business.	The	main	reason	for	this	is	that	your	choices	are	going	to	be	backed	up
by	 data	 that	 has	 been	 collected	 robustly	 and	 analyzed	 as	 well.	With	 practice,
your	 data	 analysis	 can	 provide	 us	 with	 faster	 and	more	 accurate	 results.	 This
means,	 in	 the	 long	 run,	 that	you	are	going	 to	be	able	 to	make	better	and	more
informed	decisions	that	help	your	company	to	run	more	efficiently	than	before.	



Chapter	4				Python	Libraries	
We	 have	 talked	 about	 data	 analysis,	 and	 now	 it	 is	 time	 to	 take	 some	 of	 that
information	and	put	it	to	good	use.	You	are	probably	interested	in	deep	learning,
and	maybe	 even	 in	making	 some	of	your	Convolutional	Neural	Networks,	 but
are	wondering	where	you	should	start.	The	best	step	is	to	pick	out	the	library	that
you	want	 to	use.	But	 this	brings	up	another	challenge	because	there	are	 just	so
many	coding	libraries	out	there	that	you	can	choose	from,	and	all	of	them	have
some	amazing	power	and	features	behind	them.	

To	start	with,	we	are	going	 to	 take	a	 look	at	 some	of	 the	best	Python	 libraries
that	 can	 help	 with	 deep	 learning.	 Other	 languages	 can	 help	 with	 things	 like
machine	learning	and	deep	learning.	But	for	most	of	the	tasks	that	you	want	to
do,	especially	if	you	are	a	beginner	in	data	analysis	and	all	of	the	processes	that
we	have	been	talking	about,	then	Python	is	going	to	be	the	choice	for	you.	Even
within	Python,	 there	are	several	 libraries	 that	you	can	choose	 from	to	get	your
deep	learning	work	done.	So,	with	that	in	mind,	let’s	dive	right	in	and	see	some
of	the	best	Python	deep	learning	libraries	that	you	can	use	for	your	data	analysis

	



Caffe
It	 is	 pretty	 hard	 to	 get	 started	 with	 a	 look	 at	 deep	 learning	 libraries	 through
Python	without	spending	some	 time	 talking	about	 the	Caffe	 library.	 It	 is	 likely
that	if	you	have	done	any	research	on	deep	learning	at	all,	then	you	have	heard
about	Caffe	 and	what	 it	 can	 do	 for	 some	 of	 the	 projects	 and	models	 that	 you
want	to	create.	

While	Caffe	is	technically	not	going	to	be	a	Python	library,	it	is	going	to	provide
us	 with	 some	 bindings	 into	 the	 Python	 language.	 We	 are	 going	 to	 use	 these
bindings	when	it	is	time	to	deploy	the	network	in	the	wild,	rather	than	just	when
we	 try	 to	 train	 the	 model.	 The	 reason	 that	 we	 are	 going	 to	 include	 it	 in	 this
chapter	is	that	it	is	used	pretty	much	everywhere	and	on	all	of	the	parts	of	a	deep
learning	model	that	you	need	to	create.

	



Theano
The	next	kind	of	library	that	we	can	work	with	is	known	as	Theano.	This	one	has
helped	to	develop	and	work	with	a	lot	of	the	other	deep	learning	libraries	that	we
have	that	work	with	Python.	In	 the	same	way	that	a	programmer	would	not	be
able	 to	 have	 some	 options	 like	 scikit-image,	 scikit-learn,	 and	 SciPy	 without
NumPy,	the	same	thing	can	be	said	when	we	talk	about	Theano	and	some	of	the
other	higher-level	abstractions	and	libraries	that	come	with	deep	learning.	

When	we	take	a	look	at	the	core	of	this,	Theano	is	going	to	be	one	of	the	Python
libraries	 that	not	only	helps	out	with	deep	 learning,	but	 can	be	used	 to	define,
optimize,	and	evaluate	a	lot	of	mathematical	expressions	that	will	involve	multi-
dimensional	 arrays.	 Theano	 is	 going	 to	 accomplish	 this	 because	 it	 is	 tightly
integrated	with	the	NumPy	library,	and	it	keeps	its	use	of	GPU	pretty	transparent
overall.	

While	 you	 can	 use	 the	 Theano	 library	 to	 help	 build	 up	 some	 deep	 learning
networks,	this	one	is	often	seen	as	the	building	blocks	of	these	neural	networks,
just	 like	how	the	NumPy	library	 is	going	 to	serve	as	 the	building	blocks	when
we	work	 on	 scientific	 computing.	Most	 of	 the	 other	 libraries	 that	we	will	 talk
about	 as	we	progress	 through	 all	 of	 this	 are	 going	 to	wrap	 around	 the	Theano
library,	which	makes	 it	more	accessible	and	convenient	 than	some	of	 the	other
options.	

	



TensorFlow
Similar	to	what	we	can	find	with	the	Theano	library,	TensorFlow	is	going	to	be
an	option	 that	 is	open-sourced	and	can	work	with	numerical	 computation	with
the	help	of	a	data	flow	graph.	This	one	was	originally	developed	to	be	used	with
research	 on	 the	 Google	 Brain	 Team	 within	 Google’s	 Machine	 Intelligence
organization.	And	this	 library,	since	 that	 time,	has	 turned	 into	an	open-sourced
option	 so	 that	 the	 general	 public	 can	 use	 it	 for	 their	 deep	 learning	 and	 data
science	needs.	

One	of	the	biggest	benefits	that	we	are	going	to	see	with	the	TensorFlow	library,
compared	to	what	we	see	with	Theano,	is	that	it	is	able	to	work	with	distributed
computing.	 This	 is	 particularly	 true	 when	 we	 look	 at	 multiple-GPUs	 for	 our
project,	though	Theano	is	working	on	improving	this	one	as	well.	

	



Keras
Many	programmers	 find	 that	 they	 love	working	with	 the	Keras	 library	when	 it
comes	to	performing	models	and	other	tasks	with	deep	learning.	Keras	is	seen	as
a	 modular	 neural	 network	 library	 that	 is	 more	 minimalistic	 than	 some	 of	 the
others	that	we	talk	about.	This	one	can	use	either	TensorFlow	or	Theano	as	the
backend	so	you	can	choose	the	one	that	works	the	best	for	any	needs	you	have.
The	 primary	 goal	 that	 comes	 with	 this	 library	 is	 that	 you	 should	 be	 able	 to
experiment	on	your	models	quickly	and	get	from	the	idea	that	you	have	over	to
the	result	as	fast	as	possible.	

Many	programmers	like	this	library	because	the	networks	that	you	architect	are
going	to	feel	almost	natural	and	easy,	even	as	a	beginner.	It	is	going	to	include
some	 of	 the	 best	 algorithms	 out	 there	 for	 optimizers,	 normalization,	 and	 even
activation	layers	so	this	is	a	great	one	to	use	if	your	process	includes	these.	

Besides,	if	you	want	to	spend	some	time	developing	your	CNNs,	then	Keras	is	a
great	option	to	work	with.	Keras	is	set	up	to	place	a	heavy	focus	on	these	kinds
of	 neural	 networks,	 which	 can	 be	 valuable	 when	 you	 are	 working	 from	 the
perspective	of	computer	vision.	Keras	also	allows	us	to	construct	both	sequence-
based	networks,	which	means	that	the	input	is	going	to	be	able	to	flow	linearly
throughout	that	network	and	the	graph-based	network,	which	is	where	the	inputs
can	 skip	 over	 some	 of	 the	 layers	 if	 needed,	 only	 to	 be	 concatenated	 at	 a	 later
point.	This	is	going	to	make	it	easier	for	us	to	implement	more	complex	network
architectures.	

One	thing	to	note	about	this	Python	library	is	that	it	is	not	going	to	support	some
of	the	multi-GPU	environments	if	you	would	like	to	train	a	network	in	parallel.
If	 this	 is	something	 that	you	want	 to	do,	 then	you	may	need	 to	choose	another
library	that	you	want	to	use.	But	for	some	of	the	work	that	you	want	to	do,	this
may	not	be	a	big	issue.	



If	 you	 want	 to	 get	 your	 network	 trained	 as	 fast	 as	 possible,	 working	 with	 a
library	like	MXNet	may	be	a	better	choice.	But	if	you	are	looking	to	tune	your
hyperparameters,	then	you	may	want	to	work	with	the	capability	of	Keras	to	set
up	four	independent	experiments	and	then	evaluate	how	the	results	are	similar	or
different	between	each	of	these.	

	



Sklearn-Theano
There	 are	 going	 to	 be	 times	when	working	with	 deep	 learning	when	 you	will
want	 to	 train	 a	 CNN	 end-to-end.	 And	 then	 there	 are	 times	 when	 this	 is	 not
needed.	Instead,	when	this	is	not	needed,	you	can	treat	your	CNN	as	the	feature
extractor.	 This	 is	 going	 to	 be	 the	 most	 useful	 with	 some	 situations	 you	 may
encounter	where	there	is	just	not	enough	data	to	train	the	CNN	from	scratch.	So,
with	 this	 one,	 just	 pass	 your	 input	 images	 through	 a	 popular	 pre-trained
architecture	 that	 can	 include	 some	 options	 like	 VGGNet,	 AlexNet,	 and
OverFeat.	You	can	then	use	these	pre-trained	options	and	extract	features	from
the	layer	that	you	want,	usually	the	FC	layers.	

	



Nolearn
A	good	library	for	you	to	work	with	is	the	Nolearn	library.	This	is	a	good	one	to
help	out	with	some	initial	GPU	experiments,	especially	with	a	MacBook	Pro.	It
is	 also	 a	 good	 library	 to	 help	 out	 with	 performing	 some	 deep	 learning	 on	 an
Amazon	EC2	GPU	instance.	

While	Keras	wraps	TensorFlow	and	Theano	into	a	more	user-friendly	API,	you
will	find	that	the	Nolearn	library	will	be	able	to	do	the	same,	but	it	will	do	this
with	the	Lasagna	library.	Also,	all	of	the	code	that	we	find	with	Nolearn	is	going
to	be	compatible	with	Scikit-Learn,	which	is	a	big	bonus	for	a	lot	of	the	projects
that	you	want	to	work	with.	

	



Digits
The	 first	 thing	 to	notice	with	 this	 library	 is	 that	 it	 isn’t	 considered	a	 true	deep
learning	 library.	 Although	 it	 is	 written	 out	 in	 Python	 and	 it	 stands	 for	 Deep
Learning	GPU	Training	 System.	 The	 reason	 for	 this	 is	 because	 this	 library	 is
more	of	a	web	application	 that	can	be	used	for	 training	some	of	 the	models	of
deep	 learning	 that	you	create	with	 the	help	of	Caffe.	You	could	work	with	 the
source	code	a	bit	 to	work	with	a	backend	other	 than	Caffe,	but	 this	 is	 a	 lot	of
extra	work	in	the	process.	And	since	the	Caffe	library	is	pretty	good	at	what	 it
does,	 and	 can	 help	 with	 a	 lot	 of	 the	 deep	 learning	 tasks	 that	 you	 want	 to
accomplish,	it	is	not	worth	your	time.	

If	you	have	ever	spent	some	time	working	with	the	Caffe	library	in	the	past,	you
can	 already	 attest	 to	 the	 fact	 that	 it	 is	 tedious	 to	 define	 your	 .prototxt	 files,
generate	the	set	of	data	for	the	image,	run	the	network,	and	babysit	the	network
training	with	the	terminal	that	you	are	provided.	The	good	news	here	is	that	the
DIGITS	library	aims	to	fix	all	of	this	by	allowing	you	to	complete	a	lot	of	these
tasks,	if	not	all	of	these	tasks,	just	from	your	browser.	So,	it	may	not	be	a	deep
learning	 library	 per	 se,	 but	 it	 does	 come	 into	 use	when	 you	 struggle	with	 the
Caffe	library.	

In	addition	to	all	of	the	benefits	above,	the	interface	that	the	user	gets	to	interact
with	 is	seen	as	excellent.	This	 is	because	 it	can	provide	us	with	some	valuable
statistics	and	graphs	to	help	you	rain	your	model	more	effectively.	You	can	also
easily	visualize	some	of	the	activation	layers	of	the	network	to	help	with	various
inputs	as	needed.	

And	finally,	another	benefit	that	is	possible	with	this	library	is	that	if	you	come
in	with	a	specific	image	that	you	want	to	test,	you	have	a	few	options	on	how	to
get	this	done.	The	first	choice	is	to	upload	the	image	over	to	the	DIGITS	server.
Alternatively,	you	can	enter	 the	URL	 that	 comes	with	 the	 image,	 and	 then	 the
model	you	make	with	Caffe	will	automatically	be	able	to	classify	the	image	and



display	the	results	that	you	want	in	the	browser.

	

Python	is	one	of	the	best	coding	languages	available	for	helping	with	tasks	like
deep	 learning,	 machine	 learning,	 and	 even	 with	 the	 topic	 of	 artificial
intelligence,	which	 encompasses	 both	 of	 the	 other	 two	 ideas.	Other	 languages
can	handle	the	deep	learning	that	we	have	been	talking	about,	but	none	are	going
to	 be	 as	 effective,	 as	 powerful,	 have	 as	 many	 options,	 or	 be	 designed	 for	 a
beginner	in	the	way	that	Python	can.	

This	is	why	we	have	focused	our	attention	on	the	Python	language	and	some	of
the	best	libraries	that	we	can	choose	to	help	with	a	variety	of	deep	learning	tasks.
Each	of	these	libraries	can	come	on	board	with	your	project	and	will	provide	a
unique	set	of	functions	and	skills	to	get	the	job	done.	Take	a	look	through	some
of	 these	 libraries	 and	 see	 which	 one	 is	 going	 to	 be	 just	 right	 for	 your	 data
analysis	 and	 for	 providing	 you	 with	 great	 insights	 while	 completing	 deep
learning.	



Chapter	5				Neural	Networks

Convolutional	Neural	Networks
Convolutional	Neural	Networks	(CNNs)	are	one	of	the	main	categories	of	deep
neural	 networks	 that	 have	 proven	 to	 be	 very	 effective	 in	 numerous	 computer
science	areas	like	object	recognition,	object	classification,	and	computer	vision.
ConvNets	 have	 been	 used	 for	 many	 years	 for	 distinguishing	 faces	 apart,
identifying	objects,	powering	vision	in	self-driving	cars,	and	robots.	

A	 ConvNet	 can	 easily	 recognize	 countless	 image	 scenes	 as	 well	 as	 suggest
relevant	captions.	ConvNets	are	also	able	 to	 identify	everyday	objects,	animals
or	humans,	as	well.	Lately,	Convolutional	Neural	Networks	have	also	been	used
effectively	in	natural	language	processing	problems	like	sentence	classification.		

Therefore,	Convolutional	Neural	Networks	are	one	of	 the	most	 important	 tools
when	it	comes	to	machine	learning	and	deep	learning	tasks.	LeNet	was	the	very
first	Convolutional	Neural	Network	 introduced	 that	 helped	 significantly	propel
the	overall	field	of	deep	learning.	This	very	first	Convolutional	Neural	Network
was	proposed	by	Yann	LeCun	back	in	1988.	It	was	primarily	used	for	character
recognition	problems	such	as	reading	digits	and	codes.	

Convolutional	Neural	 Networks	 that	 are	 regularly	 used	 today	 for	 innumerable
computer	 science	 tasks	 are	 very	 similar	 to	 this	 first	 Convolutional	 Neural
Network	proposed	back	in	1988.

Just	 like	 today’s	 Convolutional	 Neural	 Networks,	 LeNet	 was	 used	 for	 many
character	 recognition	 tasks.	 Just	 like	 in	 LeNet,	 the	 standard	 Convolutional
Neural	 Networks	 we	 use	 today	 come	 with	 four	 main	 operations	 including
convolution,	ReLU	non-linearity	 activation	 functions,	 sub-sampling	 or	 pooling
and	classification	of	their	fully-connected	layers.	

These	 operations	 are	 the	 fundamental	 steps	 of	 building	 every	 Convolutional



Neural	Network.	To	move	onto	dealing	with	Convolutional	Neural	Networks	in
Python,	 we	 must	 get	 deeper	 into	 these	 four	 basic	 functions	 for	 a	 better
understanding	of	the	intuition	lying	behind	Convolutional	Neural	Networks.		

As	 you	 know,	 every	 image	 can	 be	 easily	 represented	 as	 a	 matrix	 containing
multiple	values.	We	are	going	to	use	a	conventional	term	channel	where	we	are
referring	to	a	specific	component	of	images.	An	image	derived	from	a	standards
camera	 commonly	 has	 three	 channels	 including	 blue,	 red	 and	 green.	 You	 can
imagine	 these	 images	 as	 three-2D	 matrices	 that	 are	 stacked	 over	 each	 other.
Each	of	these	matrices	also	comes	with	certain	pixel	values	in	the	specific	range
of	0	to	255.	

On	the	other	hand,	if	you	have	a	grayscale	image,	you	only	get	one	channel	as
there	are	no	colors	present,	just	black	and	white.	In	our	case	here,	we	are	going
to	consider	grayscale	images,	so	the	example	we	are	studying	is	just	a	single-2D
matrix	 that	 represents	 a	grayscale	 image.	The	value	of	 each	pixel	 contained	 in
the	matrix	must	 range	 from	0	 to	255.	 In	 this	case,	0	 indicates	a	color	of	black
while	255	indicates	a	color	of	white.

	

	



How	Convolutional	Neural	Networks	Work?	
A	 Convolutional	 Neural	 Network	 structure	 is	 normally	 used	 for	 various	 deep
learning	 problems.	As	 already	mentioned,	 Convolutional	Neural	Networks	 are
used	for	object	recognition,	object	segmentation,	detection	and	computer	vision
due	to	their	structure.	CNNs	learn	directly	from	image	data,	so	there	is	no	need
to	 perform	 manual	 feature	 extraction	 which	 is	 commonly	 required	 in	 regular
deep	neural	networks.	

The	 use	 of	 CNNs	 has	 become	 popular	 due	 to	 three	main	 factors.	 The	 first	 of
them	is	the	structure	of	CNNs,	which	eliminates	the	need	for	performing	manual
data	 extraction	 as	 all	 data	 features	 are	 learned	 directly	 by	 the	 Convolutional
Neural	Networks.	The	 second	 reason	 for	 the	 increasing	popularity	of	CNNs	 is
that	 they	 produce	 amazing,	 state-of-art	 object	 recognition	 results.	 The	 third
reason	is	that	CNNs	can	be	easily	retained	for	many	new	object	recognition	tasks
to	help	build	other	deep	neural	networks.		

A	 CNN	 can	 contain	 hundreds	 of	 layers,	 which	 each	 learns	 automatically	 to
detect	 many	 different	 features	 of	 an	 image	 data.	 In	 addition,	 filters	 are
commonly	applied	to	every	training	image	at	different	resolutions,	so	the	output
of	 every	 convolved	 image	 is	 used	 as	 the	 input	 to	 the	 following	 convolutional
layer.	

The	 filters	 can	 also	 start	 with	 very	 simple	 image	 features	 like	 edges	 and
brightness,	 so	 they	 commonly	 can	 increase	 the	 complexity	 of	 those	 image
features	which	define	the	object	as	the	convolutional	layers	progress.			

Therefore,	 filters	 are	 commonly	 applied	 to	 every	 training	 image	 at	 different
resolutions	 as	 the	 output	 of	 every	 convolved	 image	 acts	 as	 the	 input	 to	 the
following	convolutional	layer.	

Convolutional	 Neural	 Networks	 can	 be	 trained	 on	 hundreds,	 thousands	 and
millions	of	images.	



When	you	 are	working	with	 large	 amounts	of	 image	data	 and	with	 some	very
complex	network	 structures,	 you	 should	use	GPUs	 that	 can	 significantly	boost
the	processing	time	required	for	training	a	neural	network	model.		

Once	 you	 train	 your	 Convolutional	 Neural	 Network	model,	 you	 can	 use	 it	 in
real-time	applications	 like	object	 recognition,	pedestrian	detection	 in	ADAS	or
Advanced	Driver	Assistance	Systems	and	many	others.

The	 last	 fully-connected	 layer	 in	 regular	 deep	 neural	 networks	 is	 called	 the
output	 layer	 and	 in	 every	classification	 setting,	 this	output	 layer	 represents	 the
overall	class	score.		

Due	to	these	properties,	regular	deep	neural	nets	are	not	capable	of	scaling	to	full
images.	For	instance,	in	CIFAR-10,	all	images	are	sized	as	32x32x3.	This	means
that	all	CIFAR-10	images	gave	3	color	channels	and	that	they	are	32	wide	and
32	inches	high.	This	means	that	a	single	fully-connected	neural	network	in	a	first
regular	neural	net	would	have	32x32x3	or	3071	weights.	This	is	an	amount	that
is	 not	 as	 manageable	 as	 those	 fully-connected	 structures	 are	 not	 capable	 of
scaling	to	larger	images.		

Besides,	you	would	want	to	have	more	similar	neurons	to	quickly	add-up	more
parameters.	 However,	 in	 this	 case	 of	 computer	 vision	 and	 other	 similar
problems,	using	 fully-connected	neurons	 is	wasteful	 as	your	parameters	would
lead	to	over-fitting	of	your	model	very	quickly.	Therefore,	Convolutional	Neural
Networks	 take	 advantage	 of	 the	 fact	 that	 their	 inputs	 consist	 of	 images	 for
solving	these	kinds	of	deep	learning	problems.	

Due	to	their	structure,	Convolutional	Neural	Networks	constrain	the	architecture
of	images	in	a	much	more	sensible	way.	Unlike	a	regular	deep	neural	network,
the	 layers	 contained	 in	 the	 Convolutional	 Neural	 Network	 are	 comprised	 of
neurons	that	are	arranged	in	three	dimensions	including	depth,	height,	and	width.
For	 instance,	 the	 CIFAR-10	 input	 images	 are	 part	 of	 the	 input	 volume	 of	 all
layers	 contained	 in	 a	 deep	 neural	 network	 and	 the	 volume	 comes	 with	 the



dimensions	of	32x32x3.		

The	neurons	in	these	kinds	of	layers	can	be	connected	to	only	a	small	area	of	the
layer	before	it,	instead	of	all	the	layers	being	fully-connected	like	in	regular	deep
neural	networks.	Also,	the	output	of	the	final	layers	for	CIFAR-10	would	come
with	 dimensions	 of	 1x1x10	 as	 the	 end	 of	 Convolutional	 Neural	 Networks
architecture	 would	 have	 reduced	 the	 full	 image	 into	 a	 vector	 of	 class	 score
arranging	it	just	along	the	depth	dimension.	

To	summarize,	unlike	 the	 regular-three-layer	deep	neural	networks,	a	ConvNet
composes	all	its	neurons	in	just	three	dimensions.	Also,	each	layer	contained	in
Convolutional	Neural	Network	transforms	the	3D	input	volume	into	a	3D	output
volume	containing	various	neuron	activations.	

A	 Convolutional	 Neural	 Network	 contains	 layers	 that	 all	 have	 a	 simple	 API
resulting	in	3D	output	volume	that	comes	with	a	differentiable	function	that	may
or	may	not	contain	neural	network	parameters.	

A	 Convolutional	 Neural	 Network	 is	 composed	 of	 several	 subsamples	 and
convolutional	layers	that	are	times	followed	by	fully-connected	or	dense	layers.
As	you	already	know,	the	input	of	a	Convolutional	Neural	Network	is	an	n	x	n	x
r	image	where	n	represents	the	height	and	width	of	an	input	image	while	the	r	is
a	 total	 number	 of	 channels	 present.	 The	 Convolutional	 Neural	 Networks	may
also	 contain	 k	 filters	 known	 as	 kernels.	 When	 kernels	 are	 present,	 they	 are
determined	as	q,	which	can	be	the	same	as	the	number	of	channels.	

Each	 Convolutional	 Neural	 Network	 map	 is	 subsampled	 with	 max	 or	 mean
pooling	over	p	x	p	of	a	contiguous	area	in	which	p	commonly	ranges	between	2
for	 small	 images	 and	more	 than	5	 for	 larger	 images.	Either	 after	or	before	 the
subsampling	layer,	a	sigmoidal	non-linearity	and	additive	bias	is	applied	to	every
feature	map.	After	these	convolutional	neural	layers,	there	may	be	several	fully-
connected	layers	and	the	structure	of	these	fully-connected	layers	is	the	same	as
the	structure	of	standard	multilayer	neural	networks.



Stride	and	Padding	
Secondly,	 after	 specifying	 the	depth,	 you	 also	must	 specify	 the	 stride	 that	 you
slide	over	the	filter.	When	you	have	a	stride	that	is	one,	you	must	move	one	pixel
at	a	time.	When	you	have	a	stride	that	is	two,	you	can	move	two	pixels	at	a	time,
but	this	produces	smaller	volumes	of	output	spatially.	By	default,	stride	value	is
one.	However,	you	can	have	bigger	strides	in	the	case	when	you	want	to	come
across	less	overlap	between	your	receptive	fields,	but,	as	already	mentioned,	this
will	 result	 in	 having	 smaller	 feature	 maps	 as	 you	 are	 skipping	 over	 image
locations.		

In	 the	 case	 when	 you	 use	 bigger	 strides,	 but	 you	 want	 to	 maintain	 the	 same
dimensionality,	you	must	use	padding	that	surrounds	your	input	with	zeros.	You
can	 either	 pad	 with	 the	 values	 on	 the	 edge	 or	 with	 zeros.	 Once	 you	 get	 the
dimensionality	of	your	feature	map	that	matches	your	input,	you	can	move	onto
adding	pooling	 layers	 that	padding	 is	 commonly	used	 in	Convolutional	Neural
Networks	when	you	want	to	preserve	the	size	of	your	feature	maps.	

If	you	do	not	use	padding,	your	feature	maps	will	shrink	at	every	layer.	Adding
zero-padding	is	times	very	convenient	when	you	want	to	pad	your	input	volume
just	with	zeros	all	around	the	border.	

This	 is	 called	 as	 zero-padding	 which	 is	 a	 hyperparameter.	 By	 using	 zero-
padding,	you	can	control	the	size	of	your	output	volumes.		

You	 can	 easily	 compute	 the	 spatial	 size	 of	 your	 output	 volume	 as	 a	 simple
function	of	your	 input	volume	size,	 the	convolution	 layers	 receptive	 field	 size,
the	 stride	 you	 applied	 and	 the	 amount	 of	 zero-padding	 you	 used	 in	 your
Convolutional	Neural	Network	border.	

For	instance,	if	you	have	a	7x7	input	and,	if	you	use	a	3x3	filter	with	stride	1	and
pad	0,	you	will	get	a	5x5	output	following	the	formula.	If	you	have	stride	two,
you	will	get	a	3x3	output	volume	and	so	on	using	 the	 formula	as	 following	 in



which	W	 represents	 the	 size	 of	 your	 input	 volume,	 F	 represents	 the	 receptive
field	size	of	your	convolutional	neural	layers,	S	represents	the	stride	applied	and
P	represents	the	amount	of	zero-padding	you	used.	

(W-F	+2P)/S+1	

Using	this	formula,	you	can	easily	calculate	how	many	neurons	can	fit	 in	your
Convolutional	Neural	Network.	Consider	using	zero-padding	whenever	you	can.
For	instance,	 if	you	have	an	equal	 input	and	output	dimensions	which	are	five,
you	can	use	zero-padding	of	one	to	get	three	receptive	fields.	

If	 you	 do	 not	 use	 zero-padding	 in	 cases	 like	 this,	 you	 will	 get	 your	 output
volume	with	a	spatial	dimension	of	3,	as	3	are	several	neurons	that	can	fit	 into
your	original	input.	

Spatial	 arrangement	 hypermeters	 commonly	 have	 mutual	 constraints.	 For
instance,	if	you	have	an	input	size	of	10	with	no	zero-padding	used	and	with	a
filter	size	of	three,	it	is	impossible	to	apply	stride.	Therefore,	you	will	get	the	set
of	your	hyperparameter	 to	be	 invalid	and	your	Convolutional	Neural	Networks
library	will	throw	an	exception	or	zero	pad	completely	to	the	rest	to	make	it	fit.

Fortunately,	 sizing	 the	 convolutional	 layers	 properly,	 so	 that	 all	 dimensions
included	work	using	zero-padding,	can	make	any	job	easier.	

	



Parameter	Sharing	
You	can	use	a	parameter	sharing	scheme	in	your	convolutional	layers	to	entirely
control	the	number	of	used	parameters.	If	you	denoted	a	single	two-dimensional
slice	 of	 depth	 as	 your	 depth	 slice,	 you	 can	 constrain	 the	 neurons	 contained	 in
every	 depth	 slice	 to	 use	 the	 same	 bias	 and	 weights.	 Using	 parameter	 sharing
techniques,	you	will	get	a	unique	collection	of	weights,	one	of	every	depth	slice,
and	you	will	get	a	unique	collection	of	weights.	Therefore,	you	can	significantly
reduce	 the	number	of	parameters	contained	 in	 the	 first	 layer	of	your	ConvNet.
Doing	 this	 step,	 all	neurons	 in	every	depth	 slice	of	your	ConvNet	will	use	 the
same	parameters.		

In	other	words,	during	backpropagation,	every	neuron	contained	 in	 the	volume
will	automatically	compute	the	gradient	for	all	its	weights.		

However,	 these	computed	gradients	will	add	up	over	every	depth	slice,	 so	you
get	to	update	just	a	single	collection	of	weights	per	depth	slice.	In	this	way,	all
neurons	contained	in	one	depth	slice	will	use	the	same	weight	vector.	Therefore,
when	you	forward	the	pass	of	the	convolutional	layers	in	every	depth	slice,	it	is
computed	as	a	convolution	of	all	neurons’	weights	alongside	the	input	volume.
This	is	the	reason	why	we	refer	to	the	collection	of	weights	we	get	as	a	kernel	or
a	filter,	which	is	convolved	with	your	input.		

However,	there	are	a	few	cases	in	which	this	parameter	sharing	assumption	does
not	make	 any	 sense.	 This	 is	 commonly	 the	 case	with	many	 input	 images	 to	 a
convolutional	layer	that	comes	with	a	certain	centered	structure,	where	you	must
learn	different	features	depending	on	your	image	location.		

For	instance,	when	you	have	an	input	of	several	faces	which	have	been	centered
in	your	image,	you	probably	expect	to	get	different	hair-specific	or	eye-specific
features	that	could	be	easily	learned	at	many	spatial	locations.	When	this	is	the
case,	it	is	very	common	to	just	relax	this	parameter	sharing	scheme	and	simply



use	a	locally-connected	layer.

	



Matrix	Multiplication		
The	convolution	operation	commonly	performs	 those	dot	products	between	 the
local	 regions	 of	 the	 input	 and	 between	 the	 filters.	 In	 these	 cases,	 a	 common
implementation	technique	of	the	convolutional	layers	is	to	take	full	advantage	of
this	 fact	 and	 to	 formulate	 the	 specific	 forward	 pass	 of	 the	main	 convolutional
layer	representing	it	as	one	large	matrix	multiply.	

Implementation	 of	 matrix	 multiplication	 is	 when	 the	 local	 areas	 of	 an	 input
image	 are	 completely	 stretched	 out	 into	 different	 columns	 during	 an	 operation
known	as	im2col.	For	instance,	if	you	have	an	input	of	size	227x227x3	and	you
convolve	it	with	a	filter	of	size	11x11x3	at	a	stride	of	4,	you	must	take	blocks	of
pixels	in	size	11x11x3	in	the	input	and	stretch	every	block	into	a	column	vector
of	size	363.		

However,	 when	 you	 iterate	 this	 process	 in	 your	 input	 stride	 of	 4,	 you	 get	 55
locations	along	with	both	weight	and	height	 that	 lead	 to	an	output	matrix	of	x
column	in	which	every	column	is	a	maximally	stretched	out	receptive	fields	and
where	you	have	3025	fields	in	total.		

Each	 number	 in	 your	 input	 volume	 can	 be	 duplicated	 in	 multiple	 distinct
columns.	Also,	 remember	 that	 the	weights	of	 the	convolutional	 layers	are	very
similarly	 stretched	 out	 into	 certain	 rows	 as	well.	 For	 instance,	 if	 you	 have	 95
filters	in	size	of	11x11x3,	you	will	get	a	matrix	of	w	row	of	size	96x363.		

When	 it	 comes	 to	 matrix	 multiplications,	 the	 result	 you	 get	 from	 your
convolution	will	be	equal	to	performing	one	huge	matrix	multiply	that	evaluates
the	dot	products	between	every	receptive	field	and	between	every	filter	resulting
in	the	output	of	your	dot	production	of	every	filter	at	every	location.	Once	you
get	your	result,	you	must	reshape	it	back	to	its	right	output	dimension,	which	in
this	case	is	55x55x96.	

This	is	a	great	approach,	but	it	has	a	downside.	The	main	downside	is	that	it	uses



a	lot	of	memory	as	the	values	contained	in	your	input	volume	will	be	replicated
several	times.	However,	the	main	benefit	of	matrix	multiplications	is	that	many
implementations	 can	 improve	 your	model.	 In	 addition,	 this	 im2col	 can	 be	 re-
used	many	times	when	you	are	performing	pooling	operation.	

	



Chapter	6				Pandas
Pandas	is	built	on	NumPy	and	they	are	meant	to	be	used	together.	This	makes	it
extremely	 easy	 to	 extract	 arrays	 from	 the	 data	 frames.	 Once	 these	 arrays	 are
extracted,	they	can	be	turned	into	data	frames	themselves.	Let’s	take	a	look	at	an
example:	

In:	 import	pandas	as	pd	

import	numpy	as	np	

marketing_filename	=	'regression-datasets-marketing.csv'	

marketing	=	pd.read_csv(marketing	_filename,	header=None)	

In	this	phase,	we	are	uploading	data	to	a	data	frame.	Next,	we’re	going	to	use	the
“values”	method	to	extract	an	array	that	 is	of	 the	same	type	as	those	contained
inside	the	data	frame.	

In:	marketing_array	=	marketing.values	

marketing_array.dtype	

Out:	dtype('float64')	

We	can	see	 that	we	have	a	 float	 type	array.	You	can	anticipate	 the	 type	of	 the
array	by	first	using	the	“dtype”	method.	This	will	establish	which	types	are	being
used	by	the	specified	data	frame	object.	Do	this	before	extracting	the	array.	This
is	how	this	operation	would	look:	

In:	 marketing.dtypes 	

Out:		0float64	

1int64	

2float64	

3int64	

4float64	



5float64	

6float64	

7float64	

8int64	

9int64	

10int64	

11float64	

12float64	

13float64	

dtype:	object	

	



Matrix	Operations		
This	includes	matrix	calculations,	such	as	matrix	to	matrix	multiplication.	Let’s
create	a	two-dimensional	array.	

This	is	a	two	dimensional	array	of	numbers	from	0	to	24.	Next,	we	will	declare	a
vector	 of	 coefficients	 and	 a	 column	 that	 will	 stack	 the	 vector	 and	 its	 reverse.
Here’s	what	it	would	look	like:	

In:	 coefs	=	np.array([1.,	0.5,	0.5,	0.5,	0.5])	

coefs_matrix	=	np.column_stack((coefs,coefs[::-1]))	

print	(coefs_matrix)	

Out:	

[[1.	0.5]	

[0.50.5]	

[0.50.5]	

[0.50.5]	

[0.51.]]	

Now	we	can	perform	 the	multiplication.	Here’s	an	example	of	multiplying	 the
array	with	the	vector:	

In:	 np.dot(M,coefs)	

Out:	 array([5.,20.,35.,50.,65.])	

Here’s	 an	 example	 of	 multiplication	 between	 the	 array	 and	 the	 coefficient
vectors:	

In:	 np.dot(M,coefs_matrix) 	

Out:	array([[5.,7.], 		

[20.,22.],	



[35.,37.],	

[50.,52.],	

[65.,67.]])	

In	both	of	these	multiplication	operations,	we	used	the	“np.dot”	function	in	order
to	achieve	them.	Next	up,	let’s	discuss	slicing	and	indexing.

	



Slicing	and	Indexing		
Indexing	is	great	for	viewing	the	nd-array	by	sending	an	instruction	to	visualize
the	slice	of	columns	and	rows	or	the	index.	

Let’s	start	by	creating	a	10x10	array.	It	will	initially	be	two-dimensional.	

In:	 import	numpy	as	np 	

M	=	np.arange(100,	dtype=int).reshape(10,10)	

Next	 let’s	 extract	 the	 rows	 from	 2	 to	 8,	 but	 only	 the	 ones	 that	 are	 evenly
numbered.	

In:	 M[2:9:2,:] 	

Out:	array([[20,	21,	22,	23,	24,	25,	26,	27,	28,	29],	

[40,	41,	42,	43,	44,	45,	46,	47,	48,	49],	

[60,	61,	62,	63,	64,	65,	66,	67,	68,	69],	

[80,	81,	82,	83,	84,	85,	86,	87,	88,	89]])	

Now	let’s	extract	the	column,	but	only	the	ones	from	index	5.	

In:	 M[2:9:2,5:] 	

Out:	array([[25,	26,	27,	28,	29],	

[45,	46,	47,	48,	49],	

[65,	66,	67,	68,	69],	

[85,	86,	87,	88,	89]])	

We	successfully	sliced	the	rows	and	the	columns.	But	what	happens	if	we	try	a
negative	 index?	 Doing	 so	 would	 reverse	 the	 array.	 Here’s	 how	 our	 previous
array	would	look	when	using	a	negative	index.	

In:	 M[2:9:2,5::-1]	

Out:	array([[25,	24,	23,	22,	21,	20],	



[45,	44,	43,	42,	41,	40],	

[65,	64,	63,	62,	61,	60],	

[85,	84,	83,	82,	81,	80]])	

However,	keep	in	mind	that	this	process	is	only	a	way	of	viewing	the	data.	If	you
want	 to	 use	 these	 views	 further	 by	 creating	 new	 data,	 you	 cannot	 make	 any
modifications	to	the	original	arrays.	If	you	do,	it	can	lead	to	some	negative	side
effects.	In	that	case,	you	want	to	use	the	“copy”	method.	This	will	create	a	copy
of	the	array	which	you	can	modify	however	you	wish.	Here’s	the	code	line	for
the	copy	method:	

In:	 N	=	M[2:9:2,5:].copy() 	



Chapter	7				Jupyter	Notebook



Getting	started	with	Jupyter	Notebook	(IPython)
The	 Jupyter	 Note	 pad	 is	 an	 open-source	 web	 application	 that	 permits	 you	 to
produce	 and	 share	 files	 that	 contain	 live	 code,	 formulas,	 visualizations	 and
narrative	 text.	 Utilizes	 consist	 of	 information	 cleansing	 and	 change,
mathematical	 simulation,	 analytical	 modeling,	 information	 visualization,
artificial	intelligence,	and	far	more.

Jupyter	has	assistance	for	over	40	various	shows	languages	and	Python	is	among
them.	Python	is	a	requirement	(Python	3.3	or	higher,	or	Python	2.7)	for	setting
up	the	Jupyter	Notebook	itself.

	

Setting	up	Jupyter	utilizing	Anaconda

Set	Up	Python	and	Jupyter	utilizing	the	Anaconda	Distribution,	which	includes
Python,	 the	 Jupyter	Notebook,	 and	 other	 typically	 utilized	 bundles	 for	 clinical
computing	 and	 information	 science.	 You	 can	 download	 Anaconda's	 newest
Python3	variation.

Now,	set	up	the	downloaded	variation	of	Anaconda.

Setting	up	Jupyter	Notebook	utilizing	PIP:

python3	-m	pip	install	--upgrade	pip

python3	-m	pip	install	jupyter

Command	to	run	the	Jupyter	notebook:

jupyter	notebook

This	will	print	some	details	about	the	note	pad	server	in	your	terminal,	consisting
of	 the	URL	of	 the	web	application	 (by	default,	 http://localhost:8888)	 and	after
that	open	your	default	Web	Internet	browser	to	this	URL.



When	 the	Notepad	opens	 in	 your	 Internet	 browser,	 you	will	 see	 the	Notebook
Dashboard,	which	will	 reveal	a	 list	of	 the	notepads,	 files,	and	subdirectories	 in
the	directory	site	where	the	Notepad	server	was	started.	The	majority	of	the	time,
you	 will	 want	 to	 begin	 a	 Notepad	 server	 in	 the	 greatest	 level	 directory	 site
consisting	of	notepads.	Typically	this	will	be	your	house	directory	site.

Create	a	new	Notebook

Now	 on	 the	 control	 panel,	 you	 can	 see	 a	 brand-new	 button	 on	 the	 top	 right
corner.	Click	it	to	open	a	drop-down	list	and	after	that,	if	you'll	click	Python3,	it



will	open	a	brand-new	notebook.

	

Few	Useful	Commands

Command	to	open	a	notebook	in	the	currently	running	notebook	server.

jupyter	notebook	notebook_name.ipynb

By	default,	the	note	pad	server	begins	on	port	8888.	If	port	8888	is	not	available
or	in	usage,	the	Notepad	server	browses	the	next	readily	available	port.

jupyter	note	pad--	port	9999

Command	to	begin	the	Notepad	server	without	opening	a	Web	Internet	browser:

jupyter	notebook	--no-browser

The	notebook	server	provides	help	messages	for	other	command-line	arguments
using	the	–help	flag:

jupyter	notebook	–help

Running	your	First	code	in	Jupyter

Action	#1:	After	effectively	setting	up	Jupyter	compose	'jupyter	note	pad'	in	the
terminal/command	timely.	This	will	open	a	brand-new	Notepad	server	on	your
Web	Internet	browser.

Action	 #2:	On	 the	 leading	 left	 corner,	 click	 the	 brand-new	 button	 and	 choose
python3.	This	will	open	a	brand-new	Notepad	 tab	 in	your	Web	browser	where



you	can	begin	to	compose	your	very	first	code.

Action	#3:	Press	Click	or	get	 in	on	 the	very	first	cell	 in	your	Notepad	 to	enter
into	the	edit	mode.

Action	#4:	Now	you	are	free	to	compose	any	code.

Action	#5:	You	can	 run	your	 code	by	pushing	Shift	+	Enter	or	 the	 run	button
offered	at	the	top.	An	example	code	is	provided	listed	below:



Jupyter	Notebook	Tips	and	Tricks
Python	is	a	fantastic	language	for	doing	information	analysis,	mainly	because	of
the	great	environment	of	data-centric	python	bundles.	What	makes	 information
analysis	in	Python	more	efficient	and	effective	is	Jupyter	Notepad	or	what	was
previously	called	the	IPython	Notepad.

In	this	area,	we	are	going	to	go	over	some	great	functions	of	the	Jupyter	Notepad
which	increases	 the	efficiency	and	effectiveness	of	 the	 information	expert.	The
Jupyter	Notepad	extends	the	console-based	technique	to	interactive	computing	in
qualitatively	 brand-new	 instructions,	 offering	 a	 web-based	 application
appropriate	 for	 recording	 the	 entire	 calculation	 procedure:	 establishing,
recording,	 and	 carrying	 out	 code,	 along	 with	 interacting	 the	 outcomes.	 In	 a
nutshell,	it	is	a	total	plan.

Let's	 see	 some	 functions	 of	 the	 Jupyter	 Notepad	 which	 becomes	 extremely
convenient	while	doing	information	analysis.

	

%%timeit	and	%%time

It's	 not	 an	 unusual	 thing	 for	 an	 information	 researcher	 that	 while	 doing
information	 analysis,	 they	 have	more	 than	 one	 service	 for	 the	 provided	 issue.
They	wish	to	pick	the	very	best	technique	which	finishes	the	job	in	the	minimum
quantity	 of	 time.	 Jupyter	 Notepad	 supplies	 an	 extremely	 effective	 method	 to
inspect	the	running	time	of	a	specific	block	of	code.

We	can	utilize	the	%%	time	command	to	inspect	the	running	time	of	a	specific
cell.	Let's	see	the	time	takes	to	carry	out	the	code	pointed	out	listed	below.

#	For	capturing	the	execution	time

%%time

#	Find	the	squares	of	a	number	in	the



#	range	from	0	to	14

for	x	in	range(15):

square	=	x**2

	

print(square)

	

Output:

We	can	likewise	utilize	the	command	%%timeit	to	run	the	provided	bit	of	code
over	some	variety	of	times	to	discover	the	typical	run	time	for	that	piece	of	code.

	

Commenting/Uncommenting	a	block	of	code	:

While	 dealing	 with	 codes,	 we	 typically	 include	 brand-new	 lines	 of	 code	 and
comment	out	the	old	pieces	of	code	for	enhancing	the	efficiency	or	to	debug	it.
Jupyter	Notepad	supplies	an	extremely	effective	method	to	accomplish	the	same
–	to	comment	out	a	block	of	code.



We	require	to	choose	all	those	lines	which	we	want	to	comment	out,	as	shown	in
the	following	picture:

Next,	on	a	Windows	computer	system,	we	need	to	push	the	ctrl	+/	crucial	mix	to
comment	out	the	highlighted	part	of	the	code.

This	does	conserve	a	great	deal	of	time	for	the	information	expert.

Next,	on	a	Windows	computer	system,	we	need	to	push	the	ctrl	+/	crucial	mix	to
comment	out	the	highlighted	part	of	the	code.



Chapter	8				The	PyTorch	Library
The	 next	 library	 that	we	 need	 to	 take	 a	 look	 at	 is	 known	 as	 PyTorch.	 This	 is
going	to	be	a	Python-based	package	that	works	for	scientific	computing	that	 is
going	 to	 rely	 on	 the	 power	 that	 it	 can	 receive	 from	graphics	 processing	 units.
This	library	is	also	going	to	be	one	of	the	most	common,	and	the	preferred,	deep
learning	platforms	for	research	to	provide	us	with	maximum	flexibility	and	a	lot
of	speed	in	the	process.	

There	are	a	lot	of	benefits	 that	come	with	this	kind	of	library.	And	it	 is	known
for	 providing	 two	 of	 the	 most	 high-level	 features	 out	 of	 all	 the	 other	 deep
learning	 libraries.	These	will	 include	 tensor	 computation	with	 the	 support	 of	 a
strong	 GPU	 acceleration,	 along	 with	 being	 able	 to	 build	 up	 the	 deep	 neural
networks	on	an	autograd-system	that	is	tape-based.	

There	are	a	lot	of	different	libraries	through	Python	that	can	help	us	work	with	a
lot	of	artificial	intelligence	and	deep	learning	projects	that	we	want	to	work	with.
And	the	PyTorch	library	is	one	of	these.	One	of	the	key	reasons	that	this	library
is	so	successful	is	because	it	is	completely	Pythonic	and	one	that	can	take	some
of	the	models	that	you	want	to	build	with	a	neural	network	almost	effortlessly.
This	 is	 a	 newer	 deep	 learning	 library	 to	 work	 with,	 but	 there	 is	 a	 lot	 of
momentum	in	this	field	as	well.	

	



The	Beginnings	of	PyTorch
As	we	mentioned	 above,	 PyTorch	 is	 one	 of	 the	 newest	 libraries	 out	 there	 that
works	with	 Python	 and	 can	 help	 with	 deep	 learning.	 Even	 though	 it	 was	 just
released	 in	 January	 2016,	 it	 has	 become	 one	 of	 the	 go-to	 libraries	 that	 data
scientists	 like	 to	 work	 with,	 mainly	 because	 it	 can	 make	 it	 easy	 to	 build	 up
complex	neural	networks.	This	is	perfect	for	a	lot	of	beginners	who	haven’t	been
able	 to	work	with	 these	neural	networks	at	all	 in	 the	past.	They	can	work	with
PyTorch	and	make	their	network	in	no	time	at	all,	even	with	a	limited	amount	of
coding	experience.	

The	 creators	 of	 this	 Python	 library	 envisioned	 that	 this	 library	 would	 be
imperative	when	they	wanted	to	run	a	lot	of	numerical	computations	as	quickly
as	possible.	This	is	one	of	the	ideal	methodologies	that	also	fits	in	perfectly	with
the	 programming	 style	 that	 we	 see	 with	 Python.	 This	 library,	 along	 with	 the
Python	 library,	 as	 allowed	 debuggers	 of	 neural	 networks,	 machine	 learning
developers,	and	deep	learning	scientists	to	not	only	run	but	also	to	test,	parts	of
their	 code	 in	 real-time.	 This	 is	 great	 news	 because	 it	 means	 that	 these
professionals	no	longer	have	to	wait	for	the	entire	code	to	complete	and	execute
before	they	can	check	out	whether	this	code	works	or	if	they	need	to	fix	certain
parts.	

In	 addition	 to	 some	 of	 the	 functionality	 that	 comes	 with	 the	 PyTorch	 library,
remember	that	you	can	extend	out	some	of	the	functionalities	of	this	library	by
adding	 in	 other	 Python	 packages.	 Python	 packages	 like	 Cython,	 SciPy,	 and
NumPy	all	work	well	with	PyTorch	as	well.	

Even	 with	 these	 benefits,	 we	 still	 may	 have	 some	 questions	 about	 why	 the
PyTorch	library	is	so	special,	and	why	we	may	want	to	use	this	when	it	is	time	to
build	up	 the	needed	models	 for	deep	 learning.	The	answer	with	 this	 is	 simple,
mainly	 that	PyTorch	 is	going	 to	be	seen	as	a	dynamic	 library.	This	means	 that
the	library	is	flexible	and	you	can	use	it	with	any	requirements	and	changes	that



you	would	like.	It	is	so	good	at	doing	this	job	that	it	is	being	used	by	developers
in	artificial	intelligence,	students,	and	researchers	in	many	industries.	In	fact,	in	a
Kaggle	competition,	 this	 library	was	used	by	almost	all	of	 the	 individuals	who
finished	in	the	top	ten.	

While	there	are	a	lot	of	benefits	that	can	come	with	the	PyTorch	library,	we	need
to	 start	with	 some	of	 the	 highlights	 of	why	 professionals	 of	 all	 sorts	 love	 this
language	so	much.	Some	of	these	include:

1.	 The	interface	 is	simple	 to	use.	The	PyTorch	interface	 is	going	to
offer	us	an	API	that	is	easy	to	use.	This	means	that	we	will	find	it
simple	to	operate	and	run	as	we	do	with	Python.	

2.	 It	 is	 Pythonic	 in	 nature.	 This	 library,	 since	 it	 is	 considered
Pythonic,	 will	 smoothly	 integrate	 to	 work	 with	 the	 Python	 data
science	stack.	Those	who	do	not	want	to	work	with	other	coding
languages	 along	 the	way,	 and	want	 to	 just	 stick	with	 the	 basics,
and	some	of	the	power,	of	Python,	will	be	able	to	do	so	with	this
library.	You	will	get	the	leverage	of	using	all	of	the	functionalities
and	services	that	are	offered	through	the	environment	of	Python.	

3.	 Computational	 graphs:	 Another	 highlight	 that	 comes	 with	 the
PyTorch	library	is	that	it	is	going	to	provide	us	with	the	platform
with	 some	 dynamic	 computational	 graphs.	 This	 means	 that	 you
can	change	these	graphs	up	even	during	runtime.	This	is	going	to
be	useful	any	time	that	you	need	to	work	on	some	graphs	and	you
are	 not	 sure	 how	much	memory	 you	 need	 to	 use	while	 creating
this	model	for	a	neural	network.	

	



The	Community	for	PyTorch
The	next	thing	that	we	need	to	take	a	look	at	here	is	some	of	the	community	that
comes	 with	 the	 PyTorch	 library.	 Because	 of	 all	 the	 benefits	 that	 come	 with
PyTorch,	we	can	see	that	the	community	of	developers	and	other	professionals	is
growing	daily.	In	just	a	few	years,	this	library	has	shown	a	lot	of	developments
and	has	even	led	this	library	to	be	cited	in	many	research	papers	and	groups.	And
when	it	comes	to	artificial	intelligence	and	models	of	deep	learning,	PyTorch	is
starting	to	become	one	of	the	main	libraries	to	work	with.	

One	of	the	interesting	things	that	come	with	PyTorch	is	that	it	is	still	in	the	early-
release	beta.	But	because	so	many	programmers	are	adopting	the	framework	for
deep	learning	already,	and	at	such	a	brisk	pace,	it	already	shows	the	power	and
the	 potential	 that	 comes	with	 it,	 and	 how	 the	 community	 is	 likely	 to	 continue
growing.	 For	 example,	 even	 though	 we	 are	 still	 on	 the	 beta	 release	 with
PyTorch,	there	are	currently	741	contributors	just	on	the	GitHub	repository	right
now.	 This	means	 that	more	 than	 700	 people	 are	working	 to	 enhance	 and	 add
some	improvements	to	the	functionalities	of	PyTorch	that	are	already	there.	

Think	of	how	amazing	this	is!	PyTorch	is	not	technically	released	yet	and	is	still
in	 the	early	stages.	But	 there	has	been	so	much	buzz	around	this	deep	learning
library,	 and	 so	 many	 programmers	 have	 been	 using	 it	 for	 deep	 learning	 and
artificial	 intelligence,	 that	 there	 are	 already	 a	 ton	 of	 contributors	 who	 are
working	 to	 add	 some	more	 functionality	 and	 improvements	 to	 this	 library	 for
others	to	work	with.	

PyTorch	is	not	going	to	limit	the	specific	applications	that	we	are	working	with
because	of	the	modular	design	and	the	flexibility	that	comes	with	it.	It	has	seen	a
heavy	 amount	 of	 use	 by	 some	 of	 the	 leading	 tech	 giants,	 and	 you	 may	 even
recognize	 some	 of	 the	 names.	 Those	 who	 have	 already	 started	 to	 work	 with
PyTorch	 to	 improve	 their	 deep	 learning	 models	 will	 include	 Uber,	 NVIDIA,
Twitter,	and	Facebook.	This	 library	has	also	been	used	 in	a	 lot	of	domains	 for



research	 including	 neural	 networks,	 image	 recognition,	 translation,	 and	 NLP
among	other	key	areas.	

	



Why	Use	PyTorch	with	the	Data	Analysis		
Anyone	who	 is	working	with	 the	 field	 of	 data	 science,	 data	 analysis,	 artificial
intelligence,	 or	 deep	 learning	 has	 likely	 spent	 some	 time	 working	 with	 the
TensorFlow	library	that	we	also	talked	about	in	this	guidebook.	TensorFlow	may
be	the	most	popular	library	from	Google,	but	because	of	the	PyTorch	framework
for	 deep	 learning,	 we	 can	 find	 that	 this	 library	 is	 able	 to	 solve	 a	 few	 new
problems	when	it	comes	to	research	work	that	these	professionals	want	to	fix.	

It	 is	 often	 believed	 that	 PyTorch	 is	 now	 the	 biggest	 competitor	 out	 there	 to
TensorFlow	when	it	comes	to	handling	data,	and	it	is	going	to	be	one	of	the	best
and	most	favorite	artificial	intelligence	and	deep	learning	library	when	it	comes
to	 the	community	of	 research.	There	are	many	 reasons	 for	 this	happening,	and
we	will	talk	about	some	of	these	below:

First,	 we	 will	 notice	 that	 the	 dynamic	 computational	 graphs	 are	 going	 to	 be
popular	 among	 researchers.	 This	 library	 is	 going	 to	 avoid	 some	 of	 the	 static
graphs	 that	 can	 be	 used	 in	 other	 frameworks	 from	 TensorFlow.	 This	 allows
researchers	and	developers	to	change	up	how	the	network	is	going	to	behave	at
the	last	minute.	Some	of	those	who	are	adopting	this	library	will	like	it	because
these	graphs	are	more	intuitive	to	learn	when	we	compare	it	to	what	TensorFlow
can	do.	

The	 second	 benefit	 is	 that	 this	 one	 comes	 with	 a	 different	 kind	 of	 back-end
support.	 PyTorch	 is	 going	 to	 use	 a	 different	 backend	 based	 on	 what	 you	 are
doing.	 The	 GPU,	 CPU,	 and	 other	 functional	 features	 will	 all	 come	 with	 a
different	 backend	 rather	 than	 focusing	 on	 just	 one	 back-end	 to	 handle	 all	 of
these.	For	example,	we	are	going	to	see	the	THC	for	our	GPU,	and	TH	for	CPU.
Being	 able	 to	 use	 separate	 backends	 can	 make	 it	 easier	 for	 us	 to	 deploy	 this
library	through	a	variety	of	constrained	systems.	

The	imperative	style	is	another	benefit	of	working	with	this	kind	of	library.	This



means	that	when	we	work	with	this	library,	it	 is	easy	to	use	and	very	intuitive.
When	you	execute	a	 line	of	code,	 it	 is	going	 to	get	executed	 just	as	you	want,
and	you	are	able	to	work	with	some	tracking	that	is	in	real-time.	this	allows	the
programmer	 to	 keep	 track	 of	 how	 the	 models	 for	 neural	 networks	 are	 doing.
Because	of	the	excellent	architecture	that	comes	with	this,	and	the	lean	and	fast
approach,	it	has	been	able	to	increase	some	of	the	overall	adoptions	that	we	are
seeing	with	this	library	throughout	the	communities	of	programmers.	

Another	 benefit	 that	 we	 are	 going	 to	 enjoy	 when	 it	 comes	 to	 working	 with
PyTorch	 is	 that	 it	 is	 easy	 to	 extend.	This	 library,	 in	particular,	 is	 integrated	 to
work	well	with	 the	code	 for	C++	and	 it	 is	going	 to	 share	a	bit	of	 the	backend
with	 this	 language	 when	 we	 work	 on	 our	 framework	 for	 deep	 learning.	 This
means	that	a	programmer	is	going	to	be	able	to	not	just	use	Python	for	the	CPU
and	GPU,	but	it	can	also	add	in	the	extension	of	the	API	using	the	C	or	the	C++
languages.	This	means	that	we	can	extend	out	the	usage	of	PyTorch	for	some	of
the	new	and	experimental	cases,	which	can	make	it	even	better	when	we	want	to
do	some	research	with	it.	

And	finally,	the	last	benefit	that	we	are	going	to	focus	on	here	is	that	PyTorch	is
going	 to	be	 seen	as	a	Python	approach	 library.	This	 is	because	 the	 library	 is	 a
native	Python	package	just	by	the	way	that	it	is	designed.	The	functionalities	that
come	with	 this	are	built	as	classes	 in	Python,	which	means	 that	all	of	 the	code
that	you	write	here	can	 integrate	seamlessly	with	 the	modules	and	packages	of
Python.	

Similar	to	what	we	see	with	NumPy,	this	Python-based	library	is	going	to	enable
us	to	work	on	a	tensor	that	is	GPU-accelerated,	with	computations	that	provide
us	with	some	rich	options	for	APIs	while	applying	a	neural	network.	PyTorch	is
going	to	provide	us	with	the	research	framework	that	we	need	from	one	end	to
another,	which	will	come	with	most	of	the	different	building	blocks	that	we	need
to	 carry	out	 the	 research	of	 deep	 learning	on	 a	 day	 to	 day	basis.	And	we	 also
notice	 that	 this	 library	 is	 going	 to	 provide	 us	 with	 high-level	 neural	 network



modules	because	it	can	work	with	an	API	that	is	similar	to	the	Keras	library	as
well.	

	



PyTorch	1.0	–	How	This	Moves	Us	From	Research	to
Production
During	 this	chapter,	we	have	spent	 some	 time	discussing	a	 lot	of	 the	strengths
that	we	can	see	with	the	PyTorch	library,	and	how	these	will	help	to	make	lots	of
researchers	and	data	scientists	run	to	it	as	their	go-to	library.	However,	there	are
a	few	downsides	that	come	with	this	library	and	one	of	these	includes	that	it	has
been	lacking	when	it	comes	to	supporting	production.	However,	due	to	some	of
the	improvements	and	changes	that	will	happen	with	PyTorch,	it	is	expected	that
this	is	something	that	will	change	soon.	

The	next	release	of	PyTorch,	which	is	known	as	PyTorch	10,	is	already	expected
to	be	a	big	release	that	is	meant	to	overcome	some	of	the	biggest	challenges	that
researchers,	programmers,	and	developers	face	in	production.	This	is	the	newest
iteration	of	the	whole	framework,	and	it	is	expected	to	combine	with	the	Python-
based	 Caffe2,	 allowing	 for	 deep	 learning	 researchers	 and	 machine	 learning
developers	to	move	from	research	to	production.	And	the	point	of	doing	this	is	to
allow	 the	 process	 to	 happen	 in	 a	 manner	 that	 is	 hassle-free	 and	 without	 the
programmer	needing	to	deal	with	challenges	that	show	up	in	migration.	

The	 new	 version	 1.0	 is	 meant	 to	 help	 to	 unify	 the	 research	 and	 production
capabilities	 in	one	 framework,	 rather	 than	doing	 it	 in	 two	parts,	making	 things
easier	 and	 avoiding	 some	 of	 the	missed	 values	 and	 complications	 that	 happen
when	 you	 try	 to	 merge	 two	 parts.	 This	 allows	 us	 with	 more	 performance
optimization	 and	 the	 flexibility	 that	 we	 need	 to	 complete	 both	 research	 and
production.	

This	newer	version	is	going	to	promise	us	a	lot	of	help	with	handling	the	tasks
that	come	up.	Many	of	these	tasks	are	going	to	make	it	more	efficient	to	run	your
models	 of	 deep	 learning	 on	 a	 much	 larger	 scale.	 Along	 with	 the	 support	 of
production,	 remember	 that	 PyTorch	 10	 will	 have	 a	 lot	 of	 improvements	 with



optimization	and	usability.	

With	 the	 help	 of	 the	 PyTorch	 1.0	 library,	we	 are	 going	 to	 be	 able	 to	 take	 the
existing	code	and	continue	to	work	on	it	as-is.	The	existing	API	is	not	going	to
change	 so	 that	makes	 it	 easier	 for	 those	who	have	 already	been	 able	 to	 create
some	coding	and	programs	with	the	old	API.	To	help	make	sense	of	the	progress
that	 is	going	 to	happen	with	 the	PyTorch	 library,	you	can	 look	at	 the	PyTorch
website	to	help	out.	

As	 we	 can	 see	 with	 all	 of	 the	 information	 that	 we	 explored	 in	 this	 chapter,
PyTorch	 is	 already	 seen	 as	 a	 compelling	 player	when	 it	 comes	 to	 the	 various
processes	 that	 we	 can	 do	 with	 artificial	 intelligence	 and	 deep	 learning.	 Being
able	 to	exploit	all	of	 the	unique	parts	 that	come	with	 this,	and	seeing	 that	 it	 is
going	 to	work	 as	 a	 research	 first	 library	 can	 be	 an	 important	 part	 of	 our	 data
analysis	overall.	

	

The	PyTorch	library	is	able	to	overcome	some	of	the	challenges	that	it	has	and
can	provide	us	with	all	of	the	power	and	the	performance	that	is	necessary	to	get
the	 job	 done.	 If	 you	 are	 a	 student,	 a	 researcher,	 or	 a	 mathematician	 who	 is
inclined	 to	work	with	 some	 of	 the	models	 of	 deep	 learning,	 then	 the	 PyTorch
library	is	going	to	be	a	great	option	as	a	framework	for	deep	learning	to	help	you
get	started.	



Chapter	9				Data	Visualization	and	Matplotlib
At	 some	 point	 in	 your	 journey	 to	 working	with	 all	 of	 that	 data	 and	 trying	 to
analyze	 it,	 you	 are	 going	 to	 decide	 that	 it	 is	 time	 actually	 to	 see	 the	 data	 and
visualize	it.	Sure,	we	could	put	all	of	that	information	into	a	table	or	write	it	out
in	long	and	boring	paragraphs,	but	this	is	going	to	make	it	hard	to	focus	and	see
the	comparisons	and	more	that	come	with	that	information.	One	of	the	best	ways
to	do	this	 is	 to	take	that	 information,	and	after	 it	has	been	analyzed	accurately,
we	can	use	data	visualization	to	get	this	to	work	for	our	needs.	

The	good	news	 is	 that	 the	Matplotlib	 library,	which	 is	an	extension	of	NumPy
and	SciPy,	can	help	us	to	create	all	of	them.	Whether	you	want	to	look	at	your
data	 as	 a	 line	 graph,	 a	 pie	 chart,	 a	 histogram	 or	 in	 some	 other	 form,	 the
Matplotlib	library	is	there	to	help.	

The	first	thing	that	we	are	going	to	try	and	explore	when	it	comes	to	this	topic	is
data	visualization.	We	need	to	have	a	better	idea	of	what	this	data	visualization
is	all	about	how	it	works,	why	we	would	want	to	use	it,	and	so	on.	When	we	can
put	all	of	these	parts	together,	it	becomes	much	easier	to	take	all	of	that	data	we
have	been	collecting,	and	then	actually	see	it	in	a	way	that	is	easy	to	look	over
and	make	smart	business	decisions	with.	

Data	visualization	is	going	to	be	the	presentation	of	quantitative	information	in	a
form	 that	 is	more	 graphical.	 In	 other	words,	 you	 can	 use	 data	 visualization	 to
take	a	 set	of	data,	whether	 it	 is	 small	or	 large,	 and	 turn	 it	 into	visuals	 that	 are
much	 easier	 for	 the	 brain	 to	 understand	 and	 to	 process.	 It	 is	 a	 pretty	 common
occurrence	in	your	daily	life,	but	you	may	recognize	them	the	most	from	graphs
and	charts	that	help	you	to	look	over	the	information	a	bit	better.	A	combination
of	more	than	one	of	these	visuals	and	even	some	added	information	in	the	mix
are	going	to	be	known	as	infographics.	

You	will	 find	 that	 there	are	a	 lot	of	benefits	 that	come	with	using	 this	kind	of
data	visualization.	It	can	be	used	to	help	out	with	trends	and	facts	that	may	not



be	known,	and	which	can	be	hidden	way	down	deep	in	the	information	that	you
have,	 especially	 in	 some	 of	 the	 larger	 sets	 of	 data.	 You	 can	 see	 these
visualizations	 inline	 charts	 that	 help	 to	 show	us	 the	 change	 in	 something	 over
time,	column	and	bar	charts	that	can	help	you	to	make	comparisons	and	see	the
relationship	between	two	or	more	things,	and	even	pie	charts	to	show	how	much
of	a	whole	something	takes	up.	

These	 are	 just	 a	 few	 of	 the	 examples	 of	 the	 data	 visualization	 that	 you	 may
encounter	as	you	do	your	work.

The	next	thing	that	we	need	to	take	a	look	at	is	what	is	going	to	make	some	good
data	 visualization?	 These	 are	 going	 to	 be	 created	 when	 we	 can	 add	 together
design,	data	science,	and	communication	all	in	one.	Data	visualization,	when	it	is
done	 right,	 can	 offer	 us	 some	 key	 insights	 into	 the	 sets	 of	 data	 that	 are
complicated,	and	this	is	done	in	a	manner	that	makes	them	more	meaningful	for
the	ones	who	are	using	them,	and	more	intuitive	overall.	

There	are	a	lot	of	companies	that	are	going	to	be	able	to	benefit	from	this	kind	of
data	visualization,	and	it	is	a	tool	that	you	do	not	want	to	overlook.	Any	time	that
you	are	trying	to	analyze	your	data,	and	you	want	to	make	sure	that	it	matches
up	well	and	that	you	are	fully	comprehending	all	of	the	information	that	is	being
shared,	it	 is	a	good	idea	to	look	at	some	of	the	plots	later	on	and	decide	which
ones	can	talk	about	your	data	the	best,	and	which	one	you	should	use.	

You	may	be	able	to	get	all	of	the	information	that	you	need	out	of	your	data,	and
you	may	be	able	to	complete	your	data	analysis,	without	needing	to	have	these
charts.	But	when	you	have	a	 lot	of	data,	and	you	don’t	want	 to	miss	anything,
and	you	don’t	 have	 time	 to	go	 through	 it	 all,	 these	visuals	will	 help.	The	best
kinds	of	data	visualizations	are	going	to	include	a	lot	of	complex	ideas	that	can
be	communicated	in	a	manner	that	has	efficiency,	precision,	and	clarity	to	name
a	few.	

To	help	you	 to	craft	 a	good	kind	of	data	visualization,	you	need	 to	make	 sure



that	your	data	is	clean,	well-sourced,	and	complete.	This	is	a	process	that	we	did
earlier	in	this	guidebook	so	your	data	should	be	prepared	by	this	time.	once	you
are	ready	and	the	data	is	prepared,	it	is	time	to	look	over	some	of	the	charts	and
plots	that	are	available	to	use.	This	is	sometimes	hard	and	a	bit	tricky	based	on
the	kind	of	 information	 that	you	are	working	with	at	 the	 time.	you	have	 to	go
with	the	chart	type	that	seems	to	work	best	for	the	data	that	you	have	available.	

After	you	have	done	some	research	and	figured	out	which	of	the	types	of	charts
is	the	best,	it	is	time	to	go	through	and	design,	as	well	as	customize,	that	chosen
visual	to	work	the	best	for	you.	Always	keep	the	graphs	and	charts	as	simple	as
possible	because	these	often	make	the	best	types	of	graphs.	You	do	not	want	to
take	the	time	adding	in	a	bunch	of	elements	that	are	not	needed	and	will	simply
distract	us	from	the	data.	

At	this	point,	the	visualization	should	be	complete.	You	have	picked	out	the	one
that	 you	 want	 to	 use,	 after	 sorting	 through	 and	 cleaning	 your	 chosen	 data	 of
course,	and	then	picked	out	the	right	chart	to	use,	bringing	in	the	code	that	goes
with	 it	 to	get	 the	best	 results.	Now	that	 this	part	 is	done,	 it	 is	 time	to	 take	 that
visualization	and	publish	and	share	it	with	others	as	well.

	

	

	



Why	is	it	important	to	use	data	visualization
With	 the	 information	 above	 in	mind,	 it	 is	 time	 to	 take	 a	 look	 at	 some	 of	 the
benefits	of	using	data	visualization,	and	why	so	many	people	like	to	work	with
this.	 While	 it	 is	 possible	 to	 do	 the	 analysis	 and	 more	 on	 your	 own,	 without
having	any	of	the	graphs	and	other	visuals	to	go	along,	this	is	often	a	poor	way
to	make	decisions	and	does	not	ensure	that	you	know	what	is	going	on	with	the
data	 in	 front	 of	 you,	 or	 that	 you	 will	 see	 the	 full	 amount	 of	 information	 and
trends	that	are	presented.	In	addition	to	this,	some	of	the	other	reasons	that	data
analysts	like	to	work	with	these	kinds	of	visualizations	include:

It	 helps	 them	 to	 make	 better	 decisions.	 Today	 more	 than	 any	 other	 time	 in
history,	companies	have	decided	to	look	at	a	variety	of	data	tools	including	data
visualizations,	 to	ask	 the	right	questions	and	make	 the	best	decisions	for	 them.
Emerging	 computer	 technologies	 and	 some	 user-friendly	 software	 programs
have	made	 it	a	bit	easier	 to	 learn	more	about	your	company	and	to	ensure	 that
you	 are	 making	 the	 best	 decisions	 for	 your	 business,	 driven	 with	 sound	 data
behind	it.	

The	 strong	 emphasis	 on	 things	 like	 KPIs,	 data	 dashboards,	 and	 performance
metrics	 is	 already	 showing	 us	 the	 importance	 of	 taking	 all	 of	 the	 data	 the
company	has	collected	and	then	measuring	and	monitoring	it.	Some	of	the	best
quantitative	 information	 that	 a	 business	may	 already	 be	measuring	 right	 now,
and	 that	 they	 could	 put	 to	 good	 use	 after	 the	 analysis	 is	 going	 to	 include	 the
amount	of	market	share	the	company	has,	the	expenses	of	each	department,	the
revenue	that	is	received	by	quarter,	and	even	the	units	or	product	that	are	sold	by
the	company.	

The	next	benefit	of	working	with	this	kind	of	data	visualization	is	that	it	can	help
to	tell	us	a	story	with	a	lot	of	meaning	behind	it.	Data	visualizations,	as	well	as
other	informational	graphics,	have	become	an	essential	tool	when	we	are	looking
at	some	of	 the	work	 the	mainstream	media	 is	doing.	Data	 journalism	 is	a	 field



that	 is	 on	 the	 rise,	 and	 many	 journalists	 are	 consistently	 relying	 on	 quality
visualization	tools	to	make	sure	they	can	tell	the	stories	about	what	is	happening
in	the	world	around	you.	

This	is	something	that	is	taking	on	steam	in	recent	years.	Many	of	the	most	well-
respected	institutions	out	there	have	been	able	to	fully	embrace	the	idea	of	news
that	 is	 driven	 by	 data,	 including	 places	 like	 The	Washington	 Post,	 The	 New
York	Times,	CNN,	and	The	Economist.	

Marketers	are	also	able	to	come	onto	the	scene	and	benefit	from	the	combination
of	emotional	storytelling	and	quality	data	that	they	have	available	to	them	all	of
the	 time.	you	will	 find	 that	a	good	marketer	 is	able	 to	make	decisions	 that	are
driven	by	data	daily	but	sharing	this	information	with	their	customers	is	going	to
need	an	approach	that	is	a	bit	different.	This	approach	needs	to	be	one	that	can
touch	on	both	the	emotional	and	the	intelligent	all	at	the	same	time.	you	will	find
that	 the	visuals	 from	 the	data	can	make	sure	 that	 the	marketers	are	able	 to	get
their	message	out	there,	using	heart	and	statistics.	

Data	literacy	is	another	thing	that	can	push	us	towards	working	with	this	kind	of
data	visualization.	Being	able	to	read	and	then	understand	the	data	visualization
has	become	something	that	is	a	requirement	in	our	modern	world.	Because	a	lot
of	the	resources	and	tools	that	go	with	these	visuals	are	readily	available	in	our
modern	 world,	 it	 is	 expected	 that	 professionals,	 even	 if	 they	 are	 not	 in	 the
technical	world,	can	look	at	these	visuals	and	gain	the	right	data	from	them.	

This	is	why	increasing	the	amount	of	data	literacy	that	is	found	around	the	world
is	going	to	be	one	of	the	biggest	pillars	that	we	are	going	to	see	when	it	comes	to
a	 lot	 of	 data	 visualization	 companies	 and	more.	To	 help	 people	 in	 business	 to
make	better	decisions,	it	is	important	to	have	the	right	information	and	the	right
tools	 and	 the	 data	 visualization	 graphs	 are	 going	 to	 be	 the	 key	 to	 getting	 that
done.	

The	history	that	comes	with	data	visualization



Also,	we	can	 turn	 to	Florence	Nightingale	 to	help	here	 as	well.	She	was	most
known	for	being	a	nurse	during	the	Crimean	War,	but	along	with	that,	she	was	a
data	journalist	who	was	known	for	her	rose	or	coxcomb	diagrams.	These	were	a
type	 of	 revolutionary	 chart	 that	 helped	 here	 to	 get	 better	 conditions	 in	 the
hospitals,	which,	in	the	end,	helped	to	save	many	lives	of	the	soldiers	who	were
there	

And	one	of	the	most	well-known	data	visualizations	that	we	can	find	is	going	to
come	 from	Charles	 Joseph	Minard.	Minard	 is	 known	 as	 a	 civil	 engineer	 from
France	who	was	known	for	his	representation	of	numerical	data	on	the	maps	that
he	used.	And	in	particular,	he	is	the	one	who	is	famous	for	the	work	he	did	on
the	 map	 that	 showed	 Napoleon’s	 Russian	 campaign	 of	 1812	 displaying	 the
dramatic	loss	of	his	army	when	they	were	trying	to	make	an	advance	in	Moscow,
along	with	some	of	the	retreat	that	followed.

	

Why	we	should	use	data	visualization

Before	 exploring	 further	 what	 the	 matplotlib	 library	 can	 do	 (so	 that	 we	 have
more	ways	to	represent	our	data),	we	need	to	end	this	section	with	a	look	at	data
visualization	and	why	we	should	use	it	 in	 the	first	place.	Some	of	 the	different
reasons	why	you	would	want	to	work	with	data	visualization	include:

1.	 It	can	take	the	data	that	you	have	and	makes	it	easier	 for	you	to
remember	 and	 understand	 rather	 than	 just	 reading	 through	 the
information	and	hoping	it	makes	sense.	

2.	 It	 is	 going	 to	 give	 you	 the	 ability	 to	 discover	 facts	 that	 are	 not
known	 to	 you,	 trends,	 and	 even	 outliers	 in	 the	 information	 that
could	be	useful	as	well.	

3.	 It	 makes	 your	 life	 a	 bit	 easier	 because	 it	 helps	 you	 to	 visualize
relationships	and	patterns	quickly	and	effectively.	

4.	 It	ensures	that	you	can	ask	questions	in	a	better	way	and	make	the



best	decisions	for	your	business.
	
As	you	can	 see,	 there	are	a	 lot	of	different	benefits	when	 it	 comes	 to	working
with	data	visualization	and	all	of	the	different	things	that	you	can	do	with	it.	It	is
worth	 your	 time	 to	 learn	 a	 few	of	 the	 different	 parts	 of	 data	 visualization	 and
what	 all	 it	 can	 do	 for	 you.	 If	 you	 have	 a	 lot	 of	 data	 or	 just	 a	 little	 bit,	 these
visuals	are	going	to	be	the	perfect	tools	to	make	sure	that	you	can	get	it	done.	

	



What	is	matplotlib?
With	 the	 rest	 of	 the	 information	 in	 mind	 from	 above,	 we	 know	 now	 how
important	it	is	to	work	with	data	visualization	and	to	have	a	method	in	place	that
helps	 us	 to	 understand	 what	 is	 going	 on	 in	 all	 of	 the	 data	 that	 we	 collected
earlier.	This	ensures	that	we	are	going	to	be	set	to	go	and	that	the	whole	analysis
works	the	way	that	we	would	like.	

This	 brings	 up	 another	 question	 that	we	 have	 to	 consider	 though.	We	 need	 to
know	what	methods	we	can	use	that	are	going	to	help	us	to	create	some	of	these
charts	 and	 graphs	 and	 the	 other	 visuals	 that	 we	 choose	 to	 use.	 Your	 business
likely	has	a	ton	of	information	in	place,	and	you	want	to	make	sure	that	you	are
not	only	choosing	the	right	kind	of	visualization	but	that	you	are	also	able	to	put
it	all	together	and	make	the	right	visual.	And	this	is	where	matplotlib	is	going	to
come	into	play.	

The	 idea	 that	 comes	 with	 matplotlib	 is	 that	 a	 picture	 is	 going	 to	 be	 worth	 a
thousand	words.	Luckily,	this	kind	of	library	is	not	going	to	take	up	a	thousand
words	of	 code	 to	make	 the	graphics	 that	 you	want,	 but	 it	 is	 there	 to	make	 the
visuals	and	graphics	that	are	needed	to	go	along	with	any	information	that	you
have.	

Even	though	you	can	rest	assured	that	this	library	is	not	going	to	take	a	thousand
words	 to	 use,	 you	 will	 find	 that	 it	 is	 a	 massive	 library	 to	 look	 through,	 and
getting	 the	plot	 to	behave	 the	way	 that	 you	want,	 and	 even	 choosing	 the	 right
kind	of	plot,	is	going	to	be	something	that,	at	some	points,	you	need	to	achieve
with	 the	help	of	 trial	and	error.	Using	one-liners	 to	generate	some	of	 the	basic
plots	that	come	in	this	kind	of	coding	does	not	have	to	be	difficult,	a	lot	of	the
rest	of	the	library	can	seem	a	bit	daunting	at	times.	And	this	is	why	we	are	going
to	take	a	look	at	what	matplotlib	is	all	about,	and	why	it	 is	something	that	you
should	consider	learning	so	you	can	add	some	of	these	graphs	and	visuals	in	with
your	data.	



First,	 we	 need	 to	 explore	 why	 matplotlib	 is	 sometimes	 seen	 as	 confusing.
Learning	 how	 to	 work	 with	 this	 kind	 of	 library	 is	 sometimes	 going	 to	 be
frustrating	 when	 you	 first	 get	 started.	 this	 isn’t	 to	 say	 that	 the	 matplotlib
documentation	 is	 going	 to	 be	 lacking	 because	 there	 is	 an	 extensive	 amount	 of
documentation	that	 is	present.	But	 there	are	a	few	challenges	that	can	show	up
for	programmers,	and	some	of	these	are	going	to	include:

1.	 The	library	that	you	can	use	is	going	to	be	pretty	large.	In	fact,	it
is	 going	 to	 contain	 about	 70,000	 lines	 of	 code,	 and	 it	 is	 always
expanding,	so	it	is	likely	that	this	is	going	to	increase	over	time.	

2.	 Matplotlib	is	going	to	be	home	for	more	than	one	type	of	interface,
or	ways	to	construct	a	figure,	and	it	is	able	to	interact	with	a	lot	of
backends	 as	 well.	 The	 backend	 is	 going	 to	 deal	 with	 the	 whole
process	 that	 happens	 when	 the	 chart	 is	 rendered,	 not	 just
structured.	This	can	lead	to	some	problems	along	the	way.	

3.	 While	this	library	is	going	to	be	pretty	comprehensive,	it	is	going
to	be	a	part	of	NumPy	and	SciPy,	so	you	need	to	make	sure	that
you	 know	 how	 to	 use	 these	 languages	 ahead	 of	 time	 to	 make
things	easier.	

	
To	help	us	see	how	this	one	can	work,	we	need	to	be	able	to	start	with	a	bit	of
history	 on	 this	 topic.	 John	 D.	 Hunter,	 known	 as	 a	 neurobiologist	 began	 to
develop	this	particular	library	in	2003.	He	was	originally	inspired	to	emulate	the
commands	 that	 were	 found	 in	 the	 MATLAB	 software	 that	 came	 with
Mathworks.

Hunter	passed	on	in	2012,	and	now	the	matplotlib	library	is	a	community	effort
that	is	designed	and	even	maintained	by	a	host	of	others.	

One	of	the	relevant	features	that	come	with	the	MATLAB	is	that	it	has	a	global
style.	The	Python	concept	of	importing	is	important	at	times,	but	it	is	not	going
to	be	used	all	that	heavily	when	we	look	at	MATLAB,	and	most	of	the	functions



that	we	use	with	this	are	going	to	be	available	to	the	user	when	they	are	on	the
top	level.	

Knowing	 that	 the	matplotlib	has	 its	 roots	 in	 the	MATLAB	process	can	help	 to
explain	 why	 pylab	 is	 going	 to	 exist	 in	 the	 first	 place.	 Pylab	 is	 going	 to	 be	 a
module	that	happens	inside	of	our	library	of	matplotlib	that	was	built	 to	mimic
some	 of	 that	 global	 style	 that	 we	 can	 find	 in	 the	 MATLAB.	 It	 is	 only	 in
existence	to	help	bring	in	several	classes	and	even	functions	from	matplotlib	and
NumPy	together	to	make	a	namespace.	This	is	going	to	be	useful	for	those	who
want	 to	 transition	 from	 the	 former	 MATLAB	 without	 having	 to	 import	 the
statements.	

The	biggest	 issue	that	did	show	up	here	is	something	that	could	be	apparent	 to
some	of	those	who	had	used	Python	in	the	past.	Using	the	form	pylab	import	in	a
session	or	a	script	could	be	done,	but	it	was	generally	seen	as	something	that	was
in	bad	practice.	Matplotlib	is	not	going	to	advise	against	doing	this	at	all	in	some
of	the	tutorials	it	has	released.	Internally,	there	are	a	lot	of	potentially	conflicting
imports	that	are	being	used	and	masked	in	the	short-come	source.	And	because
of	this,	the	matplotlib	library	has	abandoned	some	of	the	convenience	that	goes
with	 this	 model	 and	 recommends	 to	 all	 users	 that	 they	 should	 not	 work	 with
pylab,	 bringing	 them	 more	 in	 line	 with	 some	 of	 the	 key	 parts	 of	 the	 Python
language,	so	that	these	can	work	better	together.	

Another	 part	 of	 this	 that	 we	 need	 to	 take	 a	 look	 at	 is	 the	 matplotlib	 object
hierarchy.	 If	 you	 have	 gone	 through	 any	 kind	 of	 beginners’	 tutorial	 on	 this
library,	you	have	likely	called	up	something	like	plt.plot([1,	2,	3])	or	something
similar.	 This	 is	 going	 to	 be	 a	 good	 one	 to	 use	 on	 occasion,	 but	 we	 have	 to
remember	that	this	one-liner	is	going	to	hide	the	fact	that	the	plot	is	going	to	be	a
hierarchy	 that	 has	 objects	 of	 Python	 that	 are	 nested	 and	 hidden	 inside.	 In	 this
case,	 the	hierarchy	 is	 going	 to	mean	 that	 in	 the	objects,	 there	 is	 going	 to	be	 a
structure	that	is	similar	to	a	try	that	is	hiding	with	each	of	the	plots	that	we	have.	



A	figure	object	is	going	to	be	the	container	that	is	on	the	outside	for	this	kind	of
graphic.	And	 instead,	we	are	going	 to	 see	 that	 there	 are	multiple	Axes	objects
that	we	are	then	able	to	use.	One	source	of	confusion	that	we	can	run	into	is	the
name	of	Axes.	This	is	something	that	can	translate	into	what	we	think	of	as	an
individual	graph	or	plot,	rather	than	the	axis	that	we	are	used	to	seeing	on	a	chart
or	graph.	

You	can	think	of	the	function	of	Figure	that	we	are	using	as	a	box-like	container
that	will	hold	onto	at	least	one,	but	often	more	than	one,	Axes	or	the	actual	plots.
Below	the	Axes	that	we	see,	there	is	going	to	be	a	hierarchy	of	smaller	objects
that	could	include	text	boxes,	legends,	individual	lines,	and	tick	marks	to	name	a
few.	And	 almost	 all	 of	 the	 elements	 that	 show	up	 in	 this	 kind	of	 chart	 can	be
manipulated	 by	 a	 Python	 object	 on	 its	 own.	This	 is	 going	 to	 include	 even	 the
smallest	of	the	elements,	the	labels,	and	the	ticks.	

The	 next	 thing	 that	we	 need	 to	 take	 a	 look	 at	 is	 the	 stateless	 and	 the	 stateful
approaches	 to	matplotlib.	 For	 now,	we	 are	 going	 to	 take	 a	 look	 at	 the	 stateful
interfaces	 that	 include	 the	 state	 machine	 and	 the	 state-based,	 along	 with	 the
stateless,	which	would	be	the	object-oriented	interfaces.	

Almost	 all	 of	 the	 functions	 that	 you	can	work	with	 from	 the	pyplot,	 including
plt.plot(),	are	going	to	either	refer	to	the	existing	current	Figure	as	well	as	to	the
current	Axes	that	you	worked	with,	or	it	will	help	you	to	create	a	brand	new	one
if	you	don’t	have	any	that	exists.

Those	who	have	spent	a	lot	of	time	using	MATLAB	before	switching	over	may
choose	to	word	the	differences	here	by	saying	something	more	along	the	lines	of
plt.plot()	 is	 a	 state	 machine	 interface	 that	 is	 going	 to	 track	 the	 tracks	 of	 the
current	 figures	 implicitly.	 This	 may	 not	 make	 a	 lot	 of	 sense	 unless	 you	 have
spent	a	ton	of	time	working	on	programming,	but	what	this	means	in	some	more
common	terms	includes:

1.	 	The	standard	 interface	 that	you	can	use	 is	going	 to	be	called	up



with	plt.plot)	and	other	 functions	 that	are	considered	 top-level	 in
pyplot.	Remember	here	that	there	is	only	going	to	be	one	Figure	or
Axes	 that	 you	 are	 trying	 to	manipulate	 during	 a	 given	 time,	 and
you	don’t	need	to	go	through	and	refer	to	it	explicitly	to	get	things
done.	

2.	 Modifying	 the	 underlying	 objects	 directly	 is	 going	 to	 be
considered	an	object-oriented	approach.	It	is	common	to	do	this	by
using	the	calling	methods	with	an	object	that	is	Axes,	which	is	the
object	that	can	represent	the	plot	on	its	own.	

To	help	us	get	a	bit	more	information	about	how	this	plt.pot()	function	is	going
to	work	since	we	have	already	spent	some	time	talking	about	it	 in	this	chapter,
we	can	boil	it	all	down	and	see	how	it	works	in	just	a	few	lines	of	code.	These
codes	are	going	to	be	below:

def	plot(*args,	**kwargs):

		"""An	abridged	version	of	plt.plot()."""

		ax	=	plt.gca()

		return	ax.plot(*args,	**kwargs)

def	gca(**kwargs):

		"""Get	the	current	Axes	of	the	current	Figure."""

		return	plt.gcf().gca(**kwargs)

Calling	this	kind	of	function	is	just	going	to	be	a	more	convenient	method	to	use
to	make	sure	that	you	can	get	the	current	Axes	of	its	current	Figure,	and	then	you
can	call	up	the	plot()	method	as	well.	This	is	what	we	mean	when	we	talk	about
an	assertion	that	is	the	stateful	interface	and	how	it	 is	able	to	always	implicitly
track	the	kind	of	plot	that	it	wants	to	find	and	then	reference	in	that	part	of	the
code.	



Chapter	10				Applications	of	Big	Data	Analysis
The	applications	of	Big	Data	and	Big	Data	Analytics	are	benefitting	both	small
and	 big	 companies	 across	 various	 industrial	 domains.	 In	 this	 chapter,	 we	 are
going	to	explore	more	in	detail	such	applications.

	



eCommerce	
Over	2.6	billion	and	counting	active	 social	media	users	 include	customers	 and
potential	customers	for	every	company	out	there.	The	race	is	on	to	create	more
effective	marketing	 and	 social	media	 strategies,	 powered	by	machine	 learning,
aimed	at	providing	enhanced	customer	experience	to	turn	prospective	customers
into	raving	fans.	The	process	of	sifting	through	and	analyzing	a	massive	amount
of	data	has	not	only	become	feasible,	but	it's	easy	now.	The	ability	to	bridge	the
gap	between	execution	and	big	data	analysis	has	been	supplemented	by	artificial
intelligence	marketing	solutions.

Artificial	 Intelligence	 (AI)	marketing	can	be	defined	as	a	method	of	you	using
artificial	 intelligence	 consonants	 like	 machine	 learning	 on	 available	 customer
data	 to	 anticipate	 customer's	 needs	 and	 expectations	 while	 significantly
improving	 the	 customer's	 journey.	 Marketers	 can	 boost	 their	 campaign
performance	and	return	on	investment	read	a	little	to	no	extra	effort	in	the	light
of	big	data	 insights	provided	by	artificial	 intelligence	marketing	solutions.	The
key	elements	that	make	AI	marketing	as	powerful	are:	

Big	data	-	A	marketing	company's	ability	to	aggregate	and	segment	a
huge	dump	of	data	with	minimal	manual	work	 is	 referred	 to	 as	Big
Data.	The	marketer	 can	 then	 leverage	 the	desired	medium	 to	ensure
the	 appropriate	message	 is	 being	 delivered	 to	 the	 target	 audience	 at
the	right	time.
Machine	 learning	-	 	Machine	 learning	platforms	enable	marketers	 to
identify	 trends	or	 common	occurrences	 and	gather	 effective	 insights
and	responses,	 thereby	deciphering	 the	root	cause	and	probability	of
recurring	events.
Intuitive	 platform	 –	 Super	 fast	 and	 easy	 to	 operate	 applications	 are
integral	to	AI	marketing.	Artificial	intelligence	technology	is	capable



of	 interpreting	emotions	and	communicating	 like	a	human,	 allowing
AI-based	 platforms	 to	 understand	 open	 form	 content	 like	 email
responses	and	social	media.

	



Predictive	Analysis
All	artificial	intelligence	technology-based	solutions	are	capable	of	extracting
information	from	data	assets	to	predict	future	trends.	AI	technology	has	made	it
possible	to	model	trends	that	could	previously	be	determined	only	retroactively.
These	predictive	analysis	models	can	be	reliably	used	in	decision-making	and	to
analyze	customers'	purchase	behavior.	The	model	can	successfully	determine
when	the	consumer	is	more	likely	to	purchase	something	new	or	reorder	an	old
purchase.	The	marketing	companies	are	now	able	to	reverse	engineer	customer's
experiences	and	actions	to	create	more	lucrative	marketing	strategies.	For
example,	FedEx	and	Sprint	are	using	predictive	analytics	to	identify	customers
who	are	at	potential	risk	of	deflecting	to	the	competitor.



Smart	searches
Only	 a	 decade	 ago,	 if	 you	 type	 in	 "women's	 flip	 flops"	 on	 Nike.com,	 the
probability	of	you	finding	what	you	were	looking	for	would	be	next	to	zero.	But
today's	search	engines	are	not	only	accurate	but	also	much	faster.	This	upgrade
has	largely	been	brought	on	by	innovations	like	"semantic	search"	and	"natural
language	 processing"	 that	 enable	 search	 engines	 to	 identify	 links	 between
products	and	provide	relevant	search	results,	recommend	similar	items,	and	auto-
correct	typing	errors.	The	artificial	intelligence	technology	and	big	data	solutions
can	rapidly	analyze	user	search	patterns	and	identify	key	areas	that	the	marketing
companies	should	focus	on.

In	 2015,	 Google	 introduced	 the	 first	 Artificial	 Intelligence-based	 search
algorithm	 called	 “RankBrain.”	 Following	 Google’s	 lead,	 other	 major	 e-
commerce	websites,	 including	Amazon	 has	 incorporated	 big	 data	 analysis	 and
artificial	 intelligence	 into	 their	 search	engines	 to	offer	 smart	 search	experience
for	their	customers,	who	can	find	desired	products	even	when	they	don’t	know
exactly	what	they’re	looking	for.	Even	small	e-commerce	stores	have	access	to
Smart	search	technologies	like	“Elasticsearch.”	The	data-as-a-service	companies
like	“Indix"	allow	companies	to	learn	from	other	larger	data	sources	to	train	their
product	search	models.

	



Recommendation	Engines
Recommendation	engines	have	quickly	evolved	into	fan	favorites	and	are	loved
by	 the	 customers	 just	 as	 much	 as	 the	 marketing	 companies.	 "Apple	 Music"
already	knows	your	taste	in	music	better	than	your	partner,	and	Amazon	always
presents	you	with	a	list	of	products	that	you	might	be	interested	in	buying.	This
kind	 of	 discovery	 aide	 that	 can	 sift	 through	millions	 of	 available	 options	 and
hone	in	on	an	individual's	needs	are	proving	indispensable	for	 large	companies
with	huge	physical	and	digital	inventories.

In	1998,	Swedish	computational	linguist,	Jussi	Karlgren,	explored	the	practice	of
clustering	 customer	 behaviors	 to	 predict	 future	 behaviors	 in	 his	 report	 titled
“Digital	 bookshelves.”	 The	 same	 here,	 Amazon	 implemented	 collaborative
filtering	 to	 generate	 recommendations	 for	 their	 customers.	 The	 gathering	 and
analysis	 of	 consumer	 data	 paired	 with	 individual	 profile	 information	 and
demographics,	 by	 the	 predictive	 analysis	 based	 systems	 allow	 the	 system	 to
continually	 learn	 and	 adapt	 based	 on	 consumer	 activities	 such	 as	 likes	 and
dislikes	 on	 the	 products	 in	 real-time.	 For	 example,	 the	 company	 "Sky"	 has
implemented	a	predictive	analysis	based	model	that	is	capable	of	recommending
content	according	to	the	viewer's	mode.	The	smart	customer	is	looking	for	such
an	enhanced	experience	not	only	from	their	Music	and	on-demand	entertainment
suppliers	but	also	from	all	other	e-commerce	websites.

	



Product	Categorization	and	Pricing
E-commerce	 businesses	 and	 marketing	 companies	 have	 increasingly	 adopted
artificial	 intelligence	 in	 their	 process	 of	 categorization	 and	 tagging	 of	 the
inventory.	The	Marketing	companies	are	required	to	deal	with	awful	data	just	as
much,	if	not	more	than	amazingly	organized,	clean	data.	This	bag	of	positive	and
negative	 examples	 serves	 as	 training	 resources	 for	 predictive	 analysis	 based
classification	 tools.	 For	 example,	 different	 detailers	 can	 have	 different
descriptions	for	the	same	product,	such	as	sneakers,	basketball	shoes,	trainers,	or
Jordan's,	but	 the	AI	algorithm	can	 identify	 that	 these	are	all	 the	same	products
and	tag	them	accordingly.	Or	if	the	data	set	is	missing	the	primary	keyword	like
skirts	or	shirts,	 the	artificial	 intelligence	algorithm	can	identify	and	classify	the
item	or	product	as	skirts	or	shirts	based	solely	on	the	surrounding	context.

We	are	familiar	with	the	seasonal	rate	changes	of	the	hotel	rooms,	but	with	the
advent	 of	 artificial	 intelligence,	 product	 prices	 can	 be	 optimized	 to	 meet	 the
demand	with	a	whole	new	level	of	precision.	The	machine	 learning	algorithms
are	 being	 used	 for	 dynamic	 pricing	 by	 analyzing	 customer's	 data	 patterns	 and
making	 near	 accurate	 predictions	 of	 what	 they	 are	 willing	 to	 pay	 for	 that
particular	product	as	well	as	their	receptiveness	to	special	offers.	This	empowers
businesses	to	target	their	consumers	with	high	precision	and	calculated	whether
or	 not	 a	 discount	 is	 needed	 to	 confirm	 the	 sale.	 Dynamic	 pricing	 also	 allows
businesses	 to	 compare	 their	 product	 pricing	 with	 the	 market	 leaders	 and
competitors	and	adjust	their	prices	accordingly	to	pull	in	the	sale.	For	example,
“Airbnb”	has	developed	its	dynamic	pricing	system,	which	provides	‘Price	Tips'
to	the	property	owners	to	help	them	determine	the	best	possible	listing	price	for
their	 property.	 The	 system	 takes	 into	 account	 a	 variety	 of	 influencing	 factors
such	as	geographical	location,	local	events,	property	pictures,	property	reviews,
listing	 features,	 and	 most	 importantly,	 the	 booking	 timings	 and	 the	 market
demand.	 The	 final	 decision	 of	 the	 property	 owner	 to	 follow	 or	 ignore	 the



provided	 ‘price	 tips'	 and	 the	 success	 of	 the	 listing	 are	 also	 monitored	 by	 the
system,	which	will	then	process	the	results	and	adjust	its	algorithm	accordingly.



Customer	Targeting	and	Segmentation
For	 the	marketing	 companies	 to	 be	 able	 to	 reach	 their	 customers	 with	 a	 high
level	 of	 personalization,	 they	 are	 required	 to	 target	 increasingly	 granular
segments.	 The	 artificial	 intelligence	 technology	 can	 draw	 on	 the	 existing
customer	 data	 and	 train	 Machine	 learning	 algorithms	 against	 "gold	 standard"
training	 sets	 to	 identify	 common	properties	 and	 significant	 variables.	The	data
segments	could	be	as	simple	as	location,	gender,	and	age,	or	as	complex	as	the
buyer's	persona	and	past	behavior.	With	AI,	Dynamics	Segmentation	is	feasible
which	 accounts	 for	 the	 fact	 that	 customers'	 behaviors	 are	 ever-changing,	 and
people	can	take	on	different	personas	in	different	situations.

	



Sales	and	Marketing	Forecast
One	of	the	most	straightforward	artificial	intelligence	applications	in	marketing
is	 in	 the	 development	 of	 sales	 and	 marketing	 forecasting	 models.	 The	 high
volume	of	quantifiable	data	such	as	clicks,	purchases,	email	responses,	and	time
spent	 on	 webpages	 serve	 as	 training	 resources	 for	 the	 machine	 learning
algorithms.	Some	of	the	leading	business	intelligence	and	production	companies
in	 the	 market	 are	 Sisense,	 Rapidminer,	 and	 Birst.	 Marketing	 companies	 are
continuously	 upgrading	 their	 marketing	 efforts,	 and	 with	 the	 help	 of	 AI	 and
machine	 learning,	 they	can	predict	 the	 success	of	 their	marketing	 initiatives	or
email	campaigns.	Artificial	 intelligence	technology	can	analyze	past	sales	data,
economic	trends	as	well	as	industrywide	comparisons	to	predict	short	and	long-
term	sales	performance	and	forecast	sales	outcomes.	The	sales	 forecasts	model
aid	 in	 the	 estimation	 of	 product	 demand	 and	 to	 help	 companies	manage	 their
production	to	optimize	sales.

	



Programmatic	Advertisement	Targeting
With	 the	 introduction	 of	 artificial	 intelligence	 technology,	 bidding	 on	 and
targeting	program	based	advertisement	has	become	significantly	more	efficient.
Programmatic	 advertising	 can	 be	 defined	 as	 “the	 automated	 process	 of	 buying
and	 selling	 ad	 inventory	 to	 an	 exchange	 which	 connects	 advertisers	 to
publishers.”	 To	 allow	 real-time	 bidding	 for	 inventory	 across	 social	 media
channels	 and	 mobile	 devices	 as	 well	 as	 television,	 artificial	 intelligence
technology	is	used.	This	also	goes	back	to	predictive	analysis	and	the	ability	to
model	 data	 that	 could	 previously	 only	 be	 determined	 retroactively.	 Artificial
intelligence	is	able	to	assist	the	best	time	of	the	day	to	serve	a	particular	ad,	the
probability	 of	 an	 ad	 turning	 into	 sales,	 the	 receptiveness	 of	 the	 user,	 and	 the
likelihood	of	engagement	with	the	ad.

Programmatic	 companies	 can	 gather	 and	 analyze	 visiting	 customers’	 data	 and
behaviors	 to	 optimize	 real-time	 campaigns	 and	 to	 target	 the	 audience	 more
precisely.	 Programmatic	 media	 buying	 includes	 the	 use	 of	 "demand-side
platforms"	(to	facilitate	the	process	of	buying	ad	inventory	on	the	open	market)
and	"data	management	platforms"	(to	provide	the	marketing	company	an	ability
to	reach	their	 target	audience).	In	order	to	empower	the	marketing	rep	to	make
informed	decisions	regarding	their	prospective	customers,	the	data	management
platforms	are	designed	to	collect	and	analyze	the	big	volume	of	website	"cookie
data."	 For	 example,	 search	 engine	 marketing	 (SEM)	 advertising	 practiced	 by
channels	 like	 Facebook,	 Twitter,	 and	 Google.	 To	 efficiently	 manage	 huge
inventory	 of	 the	website	 and	 application	 viewers,	 programmatic	 ads	 provide	 a
significant	 edge	 over	 competitors.	 Google	 and	 Facebook	 serve	 as	 the	 gold
standard	for	efficient	and	effective	advertising	and	are	geared	to	words	providing
a	 user-friendly	 platform	 that	 will	 allow	 non-technical	marketing	 companies	 to
start,	run	and	measure	their	initiatives	and	campaigns	online.



Visual	Search	and	Image	Recognition
Leaps	 and	 bounds	 of	 the	 advancements	 in	 artificial	 intelligence-based	 image
recognition	 and	 analysis	 technology	 have	 resulted	 in	 uncanny	 visual	 search
functionalities.	 With	 the	 introduction	 of	 technology	 like	 Google	 Lens	 and
platforms	like	Pinterest,	people	can	now	find	results	that	are	visually	similar	to
one	another	using	the	visual	search	functionality.	The	visual	search	works	in	the
same	 way	 as	 traditional	 text-based	 searches	 that	 display	 results	 on	 a	 similar
topic.	Major	retailers	and	marketing	companies	are	increasingly	using	the	visual
search	 to	 offer	 an	 enhanced	 and	 more	 engaging	 customer	 experience.	 Visual
search	 can	 be	 used	 to	 improve	 merchandising	 and	 provide	 product
recommendations	 based	 on	 the	 style	 of	 the	 product	 instead	 of	 the	 consumer's
past	behavior	or	purchases.

Major	 investments	 have	 been	 made	 by	 Target	 and	 Asos	 in	 the	 visual	 search
technology	 development	 for	 their	 e-commerce	 website.	 In	 2017,	 Target
announced	a	partnership	with	interest	that	allows	integration	of	Pinterest's	visual
search	application	called	"Pinterest	 lens"	 into	Target's	mobile	application.	As	a
result,	shoppers	can	take	a	picture	of	products	that	 they	would	like	to	purchase
while	they	are	out	and	about	and	find	similar	items	on	Target's	e-commerce	site.
Similarly,	 the	 visual	 search	 application	 launched	 by	Asos	 called	 “Asos’	 Style
Match”	allows	shoppers	to	snap	a	photo	or	upload	an	image	on	the	Asos	website
or	 application	 and	 search	 their	 product	 catalog	 for	 similar	 items.	 These	 tools
attract	shoppers	to	retailers	for	items	that	they	might	come	across	in	a	magazine
or	while	out	and	about	by	helping	them	to	shop	for	the	ideal	product	even	if	they
do	not	know	what	the	product	is.

Image	 recognition	 has	 tremendously	 helped	 marketing	 companies	 to	 gain	 an
edge	on	social	media	by	allowing	 them	to	find	a	variety	of	uses	of	 their	brand



logos	 and	 products	 in	 keeping	 up	with	 the	 visual	 trends.	 This	 phenomenon	 is
also	 called	 "visual	 social	 listening"	 and	 allows	 companies	 to	 identify	 and
understand	where	and	how	customers	are	interacting	with	their	brand,	logo,	and
product	even	when	the	company	is	not	referred	directly	by	its	name.

	



Healthcare	Industry
With	the	increasing	availability	of	healthcare	data,	big	data	analysis	has	brought
on	a	paradigm	shift	to	healthcare.	The	primary	focus	of	big	data	analytics	in	the
healthcare	industry	is	the	analysis	of	relationships	between	patient	outcomes	and
the	 treatment	 or	 prevention	 technique	 used.	Big	 data	 analysis	 driven	Artificial
Intelligence	programs	have	successfully	been	developed	for	patient	diagnostics,
treatment	protocol	generation,	drug	development,	as	well	as	patient	monitoring
and	 care.	 The	 powerful	 AI	 techniques	 can	 sift	 through	 a	 massive	 amount	 of
clinical	data	and	help	unlock	clinically	relevant	information	to	assist	in	decision
making.			

Some	medical	 specialties	 with	 increasing	 big	 data	 analysis	 based	 AI	 research
and	applications	are:

Radiology	 –	 The	 ability	 of	 AI	 to	 interpret	 imaging	 results
supplements	the	clinician's	ability	to	detect	changes	in	an	image	that
can	 easily	 be	 missed	 by	 the	 human	 eye.	 An	 AI	 algorithm	 recent
created	at	Stanford	University	can	detect	specific	sites	in	the	lungs	of
the	pneumonia	patients.
Electronic	 Health	 Records	 –	 The	 need	 for	 digital	 health	 records	 to
optimize	the	information	spread	and	access	requires	fast	and	accurate
logging	of	all	health-related	data	in	the	systems.	A	human	is	prone	to
errors	 and	may	be	 affected	by	cognitive	overload	and	burnout.	This
process	has	been	successfully	automated	by	AI.	The	use	of	Predictive
models	on	the	electronic	health	records	data	allowed	the	prediction	of
individualized	treatment	response	with	70-72%	accuracy	at	baseline.
Imaging	–	Ongoing	AI	 research	 is	helping	doctors	 in	 evaluating	 the
outcome	 of	 corrective	 jaw	 surgery	 as	 well	 as	 in	 assessing	 the	 cleft
palate	therapy	to	predict	facial	attractiveness.

	



Entertainment	Industry
Big	 data	 analysis,	 in	 coordination	 with	 Artificial	 intelligence,	 is	 increasingly
running	in	the	background	of	entertainment	sources	from	video	games	to	movies
and	serving	us	a	richer,	engaging,	and	more	realistic	experience.	Entertainment
providers	such	as	Netflix	and	Hulu	are	using	big	data	analysis	to	provide	users
personalized	recommendations	derived	from	individual	user’s	historical	activity
and	behavior.	Computer	graphics	and	digital	media	content	producers	have	been
leveraging	big	 data	 analysis	 based	 tools	 to	 enhance	 the	 pace	 and	 efficiency	of
their	 production	 processes.	 Movie	 companies	 are	 increasingly	 using	 machine
learning	 algorithms	 in	 the	 development	 of	 film	 trailers	 and	 advertisements	 as
well	as	pre-and	post-production	processes.	For	example,	big	data	analysis	and	an
artificial	 intelligence-powered	 tool	 called	 "RivetAI"	 allows	 producers	 to
automate	 and	 excellently	 read	 the	 processes	 of	 movie	 script	 breakdown,
storyboard	as	well	as	budgeting,	scheduling,	and	generation	of	shot-list.	Certain
time-consuming	tasks	carried	out	during	the	post-production	of	the	movies	such
as	 synchronization	 and	 assembly	 of	 the	 movie	 clips	 can	 be	 easily	 automated
using	artificial	intelligence.

	



Marketing	and	Advertising
A	machine	learning	algorithm	developed	as	a	result	of	big	data	analysis	can	be
easily	 trained	with	 texts,	stills,	and	video	segments	as	data	sources.	 It	can	 then
extract	 objects	 and	 concepts	 from	 these	 sources	 and	 recommend	 efficient
marketing	 and	 advertising	 solutions.	 For	 example,	 a	 tool	 called	 "Luban”	 was
developed	by	Alibaba	that	can	create	banners	at	lightning	speed	in	comparison	to
a	human	designer.	In	2016,	for	the	Chinese	online	shopping	extravaganza	called
“Singles	Day,”	Luban	generated	a	hundred	and	17	million	banner	designs	at	 a
speed	of	8000	banner	designs	per	second.

The	“20th	Century	Fox”	collaborated	with	IBM	to	use	their	AI	system	"Watson"
for	 the	 creation	 of	 the	 trailer	 of	 their	 horror	 movie	 "Morgan."	 To	 learn	 the
appropriate	 "moments"	 or	 clips	 that	 should	 appear	 in	 a	 standard	 horror	movie
trailer,	Watson	was	trained	to	classify	and	analyze	input	"moments"	from	audio-
visual	and	other	composition	elements	from	over	a	hundred	horror	movies.	This
training	 resulted	 in	 the	 creation	 of	 a	 six-minute	movie	 trailer	 by	Watson	 in	 a
mere	24	hours,	which	would	have	taken	human	professional	weeks	to	produce.

With	the	use	of	Machine	learning,	computer	vision	technology,	natural	language
processing,	 and	 predictive	 analytics,	 the	marketing	 process	 can	 be	 accelerated
exponentially	 through	 an	 AI	 marketing	 platform.	 For	 example,	 the	 artificial
intelligence-based	 marketing	 platform	 developed	 by	 Albert	 Intelligence
Marketing	 can	 generate	 autonomous	 campaign	 management	 strategies,	 create
custom	solutions	and	perform	audience	targeting.	The	company	reported	a	183%
improvement	 in	 customer	 transaction	 rate	 and	 over	 600%	 higher	 conversation
efficiency	credited	to	the	use	of	their	AI-based	platform.

In	March	2016,	 the	artificial	 intelligence-based	creative	director	called	“AI-CD
ß”	was	launched	by	McCann	Erickson	Japan	as	the	first	robotic	creative	director



ever	developed.	“AI-CD	ß"	was	given	training	on	select	elements	of	various	TV
shows	and	the	winners	from	the	past	10	years	of	All	Japan	Radio	and	Television
CM	 festival.	With	 the	 use	 of	 data	mining	 capabilities,	 "AI-CD	 ß”	 can	 extract
ideas	and	themes	fulfilling	every	client’s	individual	campaign	needs.



Personalization	of	User	Experience
The	 expectations	 of	 the	 on-demand	 entertainment	 users	 for	 rich	 and	 engaging
personal	 user	 experience	 are	 ever-growing.	 One	 of	 the	 leading	 on-demand
entertainment	 platforms,	 Netflix,	 rolled	 out	 artificial	 intelligence-based
workflow	management	and	scheduling	application	called	"Meson,"	comprised	of
various	"machine	 learning	pipelines"	 that	are	capable	of	creating,	 training,	and
validating	personalization	algorithms	 to	provide	personalized	 recommendations
to	 users.	 Netflix	 collaborated	 with	 the	 University	 of	 Southern	 California	 to
develop	 new	 Machine	 learning	 algorithms	 that	 can	 compress	 video	 for	 high-
quality	streaming	without	degrading	image	quality	called	"Dynamic	Optimizer."
This	 artificial	 intelligence	 technology	 will	 address	 streaming	 problems	 in
developing	 nations	 and	 mobile	 device	 users	 by	 optimizing	 video	 fluency	 and
definition.

IBM	Watson	recently	collaborated	with	IRIS.TV	to	offer	a	business-to-business
service	to	media	companies	such	as	CBS,	The	Hollywood	Reporter,	and	Hearst
Digital	 Media	 by	 tracking	 and	 improving	 the	 introduction	 of	 their	 customers
with	 their	web	 content.	 IBM	Watson	 is	 boosting	 IRIS.TV	company's	Machine
learning	 algorithms	 that	 can	 ‘learn'	 from	users'	 search	 history	 and	 recommend
similar	content.	Reportedly,	a	50%	increase	in	view	or	retention	or	a	small	PDF
three	months	was	achieved	by	the	Hollywood	reporter	with	the	use	of	IRIS.TV
application.



Search	Optimization	and	Classification
The	ability	to	transform	text,	audio,	and	video	content	into	digital	copies	has	led
to	 an	 explosion	 of	 media	 availability	 on	 the	 Internet,	 making	 it	 difficult	 for
people	 to	 find	 exactly	 what	 they're	 looking	 for.	 To	 optimize	 the	 accuracy	 of
search	 results,	 advancements	 are	 being	made	 in	machine	 learning	 technology.
For	example,	Google	 is	using	artificial	 intelligence	 to	augment	 its	platform	for
accurate	 image	 searching.	 People	 can	 now	 simply	 upload	 a	 sample	 picture	 to
Google	 Image	 instead	 of	 typing	 in	 keywords	 for	 their	 search.	 The	 image
recognition	 technology	 used	 by	 Google	 image	 will	 automatically	 identify	 and
manage	 features	 of	 the	 uploaded	 user	 image	 and	 provide	 search	 results	 with
similar	 pictures.	 Google	 is	 also	 using	 artificial	 intelligence	 technology	 in
advertisement	positioning	across	 the	platform.	For	example,	a	pet	 food	ad	will
only	appear	on	 the	pet-related	website,	but	a	chicken	wings	advertisement	will
not	appear	on	a	site	targeted	to	vegetarians.

The	company	Vintage	Cloud	has	partnered	with	an	artificial	 intelligence-based
startup	called	"ClarifAI”	to	develop	a	film	digitalization	platform.	With	the	use
of	 computer	 vision	 API	 provided	 by	 ClarifAI,	 Vintage	 Cloud	 succeeded	 in
burgeoning	the	speed	of	movie	content	classification	and	categorization.

A	 visual	 assets	 management	 platform	 integrated	 with	 machine	 learning
algorithms	 has	 been	 developed	 by	 a	 company	 called	 “Zorroa."	 This	 platform
enables	 users	 to	 search	 for	 specific	 content	 within	 large	 databases	 called	 an
"Analysis	Pipeline."	The	 database	 contains	 processors	 that	 can	 tag	 each	 visual
asset	 uniquely	 and	 Machine	 learning	 algorithms	 that	 have	 been	 ‘trained'	 to
identify	 specific	 components	 of	 the	 visual	 data.	 This	 visual	 content	 is	 then



organized	and	cataloged	to	deliver	high-quality	search	results.



Conclusion
Almost	everyone	will	agree	with	the	statement	that	big	data	has	arrived	in	a	big
way	and	has	 taken	 the	business	world	by	storm.	But	what	 is	 the	 future	of	data
analysis	and	will	 it	grow?	What	are	 the	 technologies	 that	will	grow	around	 it?
What	 is	 the	 future	of	big	data?	Will	 it	grow	more?	Or	 is	 the	big	data	going	 to
become	 a	 museum	 article	 soon?	 What	 is	 cognitive	 technology?	 What	 is	 the
future	 of	 fast	 data?	 Let’s	 look	 at	 the	 answers	 to	 these	 questions.	We’ll	 take	 a
look	at	 some	predictions	 from	 the	experts	 in	 the	 field	of	data	 analysis	 and	big
data	to	get	a	clearer	picture.

The	data	volume	will	keep	on	growing.	There	 is	practically	no	question	 in	 the
minds	 of	 people	 that	we’ll	 keep	 on	 developing	 a	 larger	 and	 larger	 quantity	 of
data	especially	after	taking	into	consideration	the	number	of	internet-connected
devices	 and	 handheld	 devices	 is	 going	 to	 grow	 exponentially.	 The	 ways	 we
undertake	data	analysis	will	show	marked	improvement	in	the	upcoming	years.
Although	SQL	will	remain	the	standard	tool,	we’ll	see	other	tools	such	as	Spark
emerging	as	a	complementary	method	for	the	data	analysis	and	their	number	will
keep	on	growing	as	per	reports.

More	and	more	tools	will	become	available	for	data	analysis	and	some	of	them
will	 not	 need	 the	 analyst.	 Microsoft	 and	 Salesforce	 have	 announced	 some
combined	 features	which	will	 allow	 the	non-coders	 to	 create	 apps	 for	 viewing
the	 business	 data.	 The	 prescriptive	 analytics	 will	 get	 built	 into	 the	 business
analytics	 software	 and	 IDC	 predicts	 that	 50	 percent	 of	 all	 software	 related	 to
business	 analysis	 will	 become	 available	 with	 all	 the	 business	 intelligence	 it
needs	by	the	year	2020.

In	 addition	 to	 these	 features,	 real-time	 streaming	 insight	 into	 the	 big	 data	will
turn	 into	 a	 hallmark	 for	 the	 data	 winners	 moving	 forward.	 The	 users	 will	 be
looking	to	use	this	data	for	making	informed	decisions	within	real-time	by	using
programs	such	as	Spark	and	Kafka.	The	topmost	strategic	trend	that	will	emerge



is	machine	learning.	Machine	learning	will	become	a	mandatory	element	for	big
data	preparation	and	predictive	analysis	in	businesses	going	forward.

You	can	expect	big	data	to	face	huge	challenges	as	well,	especially	in	the	field	of
privacy	of	 user	 details.	The	 new	private	 regulations	 enforced	by	 the	European
Union	intend	to	protect	the	personal	information	of	the	users.	Various	companies
will	have	to	address	privacy	controls	and	processes.	It	is	predicted	that	most	of
the	business	ethics	violations	will	be	related	to	data	in	the	upcoming	years.

Soon	you	can	pretty	much	expect	all	companies	 to	have	a	chief	data	officer	 in
place.	 Forrester	 says	 that	 this	 officer	 will	 rise	 in	 significance	 within	 a	 short
period	but	certain	kinds	of	businesses	and	generation	gaps	might	decrease	their
significance	in	the	upcoming	future.	Autonomous	agents	will	continue	to	play	a
significant	role	and	they	will	keep	on	being	a	huge	trend	as	per	Gartner.	These
agents	 include	autonomous	vehicles,	 smart	advisers,	virtual	personal	assistants,
and	robots.

The	 staffing	 required	 for	 the	 data	 analysis	will	 keep	 on	 expanding	 and	 people
from	 scientists	 to	 analysts	 to	 architects	 to	 the	 experts	 in	 the	 field	 of	 data
management	will	 be	needed.	However,	 a	 crunch	 in	 the	 availability	of	 big	data
talent	might	see	the	large	companies	develop	new	tactics.	Some	large	institutes
predict	 that	 various	 organizations	 will	 use	 internal	 training	 to	 get	 their	 issues
resolved.	A	business	model	having	big	data	in	the	form	of	service	can	be	seen	on
the	horizon.
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